
 

 

 

 

LINEAR AND NONLINEAR DYNAMICS OF 

RECEPTIVE FIELDS IN PRIMARY VISUAL 

CORTEX 
 

 

 

A thesis presented to the faculty of 

Weill Graduate School of Medical Science of Cornell University 

in partial fulfillment of the requirements for the degree of Doctor of Philosophy 

 

 

 

by 

Michael Anthony Repucci 

 

 

 

 

 

 

Weill Graduate School of Medical Science of Cornell University 

1300 York Avenue, Room LC-811, New York, NY  10021 

January 19, 2005 



 

© 2005 Michael Anthony Repucci



 

ABSTRACT 
 We investigated the linear and nonlinear spatiotemporal dynamics of 

receptive fields in the primary visual cortex (a.k.a. V1, striate cortex, or area 17) 

in cats and monkeys. We examined the spatial processing of V1 neurons and, at 

the same time, the dynamics of the visual receptive field, in a manner which 

could distinguish between the linear and nonlinear parts of the neuronal 

response, and would permit characterization of the heterogeneous responses of 

V1 neurons. To achieve these goals, we designed a pseudorandom stimulus with 

multiple spatial regions and strong orientation signals, and used it to investigate 

first- and second-order response kernels, and to characterize the V1 receptive 

field under a rigorous mathematical framework. The parameters of the stimulus 

were varied across orientation, spatial phase, or spatial frequency. The linear 

dynamics described by the first-order response kernels of V1 neurons, while 

relatively heterogeneous, are largely in agreement with reports in the literature. 

The nonlinear dynamics described by the second-order response kernels of V1 

neurons are significant in most neurons, and include gain controls and 

nonlinearities in both orientation and spatial frequency tuning that cannot be 

described by feedforward inputs or simple static nonlinearity models. Moreover, 

the nonlinear dynamics of spatial phase are intricately linked to the processing of 

motion and direction selectivity. However, the nonlinear dynamic responses of V1 

neurons are very heterogeneous, and many issues remain unanswered 

regarding how the different stimulus attributes are represented and bound 

together by cortical networks. 
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CHAPTER 1: INTRODUCTION 
ORGANIZATION OF THE THESIS 
 This thesis describes the relationship between visual stimuli and 

electrophysiological records of extracellular action potentials (spikes) of single 

neurons in the primary visual cortex (a.k.a., V1, area 17, or striate cortex) of cats 

and monkeys. It builds upon over 40 years of research into the mechanisms and 

role of V1 neurons in vision. It focuses on both the linear and nonlinear 

spatiotemporal dynamics of V1 receptive fields. The results demonstrate the 

importance of dynamic linear and nonlinear responses to V1 processing, and 

suggest approaches to improve the accuracy of models of V1 neurons. 

 Chapter 1 (INTRODUCTION) explains the organization of this document 

and describes the background and motivation for this research. Given the focus 

of this work, we review aspects of V1 physiology, but do not provide a general 

review of visual neurophysiology (e.g., pre-cortical and extrastriate processing). 

There is a discussion on the properties and dynamics of V1 receptive fields, 

including a review of the classical and non-classical receptive field. Anatomical 

organization is discussed when relevant. 

 Chapter 2 (METHODS) describes the methods employed for this 

research, including animal surgery and physiological maintenance, 

electrophysiology and receptive field characterization, m-sequence stimulus 

design and analysis, data processing, and model construction. This chapter is 

general in scope, describing those methods common to all results chapters; 

additional methods employed within a single results chapter are described in that 

results chapter prior to presenting the results. Certain topics are covered only 

briefly with reference to additional information to be found either in the Appendix 

or in scholarly publications. The Appendix, rather than Chapter 2, will address 

particular technical details related to the use of m-sequences in the stimulus 

design. 

 Chapters 3, 4, and 5 constitute the results chapters, which are all 

organized in the same fashion. The introduction (Chapter 1), general methods 

(Chapter 2), discussion (Chapter 6), and Reference section at the end of this 
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document are applicable to all results chapters. In addition, each chapter has its 

own methods section, which describes techniques and analyses specific to that 

chapter. The results are organized into three major sections: linear dynamics, 

nonlinear dynamics, and static nonlinearity models. Chapter 3 (DYNAMICS OF 

ORIENTATION TUNING) presents the primary results of this work, which deal 

with the linear and nonlinear orientation-dependent response properties of V1 

neurons and their dynamics. Chapter 4 (DYNAMICS OF SPATIAL FREQUENCY 

TUNING) examines how the spatial frequency of an optimally oriented grating 

affects the linear and nonlinear dynamics of the V1 neuronal response. Chapter 5 

(DYNAMICS OF SPATIAL PHASE TUNING) describes the dynamic linear and 

nonlinear dependence of the V1 neuronal response on the spatial phase of an 

optimally oriented grating. 

 Chapter 6 (DISCUSSION) examines the significance of the results 

presented in Chapters 3, 4, and 5. Similarly to the results chapters there are 

subheadings addressing the linear and nonlinear dynamics, and static nonlinear 

models. The models presented are discussed as they relate to our current 

understanding of the response properties of V1 neurons, and suggestions are 

given for the guidance of future models, based on the physiological observations 

in Chapters 3, 4, and 5. In addition, the results are considered in the context of 

the known functions of V1 neurons, in an attempt to help complete our 

understanding of the mechanisms of V1 processing and the role of V1 neurons in 

visual perception. 

 An Appendix follows Chapter 6, which covers details related to m-

sequences. The construction of non-binary m-sequences is presented, the 

benefits of the m-sequence approach are described, and the relation of m-

sequences to Wiener kernels is discussed. Immediately following the Appendix is 

the list of references, common to all chapters. 

 

BASIC CHARACTERISTICS AND MODELS OF THE V1 RECEPTIVE FIELD 
 While V1 is an intensely studied neural region, the responses of V1 

neurons and their role in visual perception are not fully understood. V1 receptive 
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fields exhibit complex and heterogeneous spatiotemporal dynamics far beyond 

those observed in pre-cortical visual areas (i.e., the retina and lateral geniculate 

nucleus, LGN, of the thalamus). So, it is not surprising that technical challenges 

have often limited investigations to a subset of these dynamics. Frequently, 

spatial details are overlooked to examine separately the linear and nonlinear 

dynamics of the V1 neuronal response, or response dynamics are disregarded in 

favor of characterizing the spatial specificity of the V1 receptive field. This thesis 

work attempts to bridge this gap by simultaneously exploring both the linear and 

nonlinear dynamics in the V1 neuronal response, as well as spatial interactions 

within the V1 receptive field. 

 Much has been learned in the past 45 years regarding the role that V1 

neurons play in visual perception. Serendipity led Hubel and Wiesel (1962) to the 

discovery that V1 neurons are sensitive to the orientation of spatial changes in 

luminance (e.g., lines and edges), a property now referred to as orientation 

tuning. By the end of the decade, research with grating stimuli—sinusoidal 

modulations of luminance in one dimension, already popular in the 

psychophysical literature (Schade, 1956; Westheimer, 2001)—had demonstrated 

that V1 neurons also exhibit spatial frequency tuning (Campbell et al., 1969). 

Visual stimulation with gratings became prominent, and the spatial frequency 

theory of vision gained popularity (Maffei and Fiorentini, 1973). It was shown that 

the responses of V1 neurons, especially simple cells, could be reasonably well-

described by a Gabor filter, an oriented linear filter confined in space and spatial 

frequency (Jones and Palmer, 1987). Remarkably, the description of the V1 

receptive field as a Gabor filter was confirmed not only with gratings, but also 

with checkerboards, whose Fourier components do not occur at the same 

orientation as the edges (DeValois et al., 1979). This observation permitted the 

simple and robust mathematical description of several fundamental 

characteristics of V1 neurons: their receptive fields are spatially localized; they 

are sensitive to a specific range of spatial frequencies; they demonstrate 

orientation tuning; their response strength is a monotonic function of stimulus 

contrast. 
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 Seen under this framework, the role of V1 in visual perception has been 

proposed to be a spatial frequency analyzer (Maffei and Fiorentini, 1976 and 

1977; Georgeson, 1980; Palmer, 1999). It was suggested that V1 processed the 

visual scene through independent mechanisms, or channels, selective for 

different ranges of spatial frequency. Psychophysical research further supported 

the existence of such spatial frequency channels in human perception (Campbell 

and Robson, 1968). This notion held great appeal for many researchers because 

it suggested that the response of the visual system to any pattern could be 

predicted from its response to more basic components. 

 

SPATIAL DYNAMICS AND NONLINEARITIES IN V1 RECEPTIVE FIELDS 
 Today, V1 neurons are often caricatured as Gabor filters (Daugman, 1980; 

Ringach, 2002) and the spatial frequency theory continues to dominate the 

literature. The mathematical simplicity of the Gabor filter, and its ability to 

adequately describe several key aspects of the V1 receptive field, have 

contributed to its frequent use. A simple Gabor filter model is both linear—the 

sum of its responses to two stimuli equals its response to the sum of the two 

stimuli (superposition)—and static—its response is unchanging in time. These 

simplistic features, however, are also its shortcoming, since it is well-recognized 

that V1 neuronal responses are in fact dynamic and highly nonlinear (for review 

see DeAngelis et al., 1995). 

 Extended Gabor filter models have been proposed that partially account 

for V1 receptive field dynamics, which consider receptive fields to be described 

by functions of both space and time (Adelson and Bergen, 1985; Wang et al., 

1985; Watson and Ahumada, 1985; Yang et al., 2000). An important distinction 

among space-time receptive field models is the notion of separability. A receptive 

field that is space-time separable can be described as the product of 

independent spatial and temporal components. That is, at each time, it can be 

described by the same spatial filter, and at each point, it can be described by the 

same temporal filter. An inseparable receptive field requires a joint 

spatiotemporal function as a minimum acceptable description. Notably, V1 
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receptive fields can be either separable or inseparable (DeAngelis et al., 1993a). 

The presence of V1 neurons with inseparable receptive fields supports the 

premise that dynamics are important in the V1 neuronal response, and suggests 

that dynamics may play a key role in visual perception. 

 As an example, spatial dynamics in V1 receptive fields have been 

assessed by correlating the spike response with white-noise stimulus 

checkerboards (DeAngelis et al., 1993a and 1995; Reid et al., 1997). (In the 

white-noise checkerboard stimulus—presented to the entire receptive field—each 

check in the grid is rapidly and randomly modulated between levels of high and 

low luminance, and a reverse-correlation technique is used to obtain time-

dependent estimates of the dynamic neuronal response properties.) These 

studies have shown that in many V1 neurons the location of ON and OFF 

receptive field sub-regions (i.e., the places in which light or dark patches, 

respectively, elicit a spike response) change in time. Such neurons would be 

maximally excited by a stimulus whose translational velocity and direction match 

its receptive field profile. Furthermore, they could not be adequately described by 

simple Gabor filter models, since they have space-time inseparable receptive 

fields; the extended space-time Gabor filter models proposed above generally 

provide a good fit to observed responses. Consequently, these dynamics have 

been related to mechanisms responsible for the processing of motion and 

direction selectivity (Reid et al., 1991; DeAngelis et al., 1993b). 

 Although direction selectivity requires a space-time inseparable receptive 

field, it was not clear whether it required a nonlinearity. Thus, the linear aspects 

of the extended Gabor filter models might, or might not, have provided a 

sufficient description for these V1 neurons. By comparing the dynamic receptive 

field estimates obtained with white-noise techniques, to responses obtained with 

drifting gratings, researchers were able to assess the extent to which linear 

models of the V1 receptive field could account for its response to stimulus motion 

(DeAngelis et al., 1993b; Gardner et al, 1999). While the assumption of linearity 

could accurately predict the preferred direction of motion, it underestimated the 

magnitude and selectivity of the response. This observation demonstrated the 
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importance of nonlinear responses in the V1 receptive field, and indicated that 

even the extended Gabor models cannot completely characterize V1 neurons. 

 Dynamic nonlinear responses are known to exist in both the retina and the 

LGN (Hochstein and Shapley, 1976; Saul and Humphrey, 1990; Kaplan and 

Benardete, 2001), and spatial nonlinearities have been well-characterized in V1 

(e.g., non-classical receptive field effects, discussed in detail below). This 

suggests that V1 neurons may exhibit dynamic nonlinearities as well, though they 

are more difficult to characterize due to the complicated spatial properties of the 

V1 receptive field. Nevertheless, several reports on nonlinear dynamics in V1 

receptive fields do exist (Szulborski and Palmer, 1990; Bauman and Bonds, 

1991; Gaska et al., 1994; Baker, 2001; Conway and Livingstone, 2003; 

Livingstone and Conway, 2003), which typically focus on directionally selective or 

complex cells. A few researchers (Szulborski and Palmer, 1990; Gaska et al., 

1994) correlated spike responses with white-noise or sparse-noise stimulus 

checkerboards, and found good agreement between the orientation and spatial 

frequency tuning as measured by second-order correlations (i.e., second-order 

response kernels), and the tuning obtained with drifting gratings. These results 

support the fact that nonlinear responses are central to the function of V1 

neurons, especially in direction selective and complex cells. 

 

DYNAMICS OF ATTRIBUTE TUNING IN THE V1 RECEPTIVE FIELD 
 Ever since its identification as a qualitative distinction between cortical and 

sub-cortical neurons (Hubel and Wiesel, 1962) the genesis of orientation tuning 

in V1 neurons has been intensively investigated (for review see Ferster and 

Miller, 2000). Spatially-organized feedforward inputs from the lateral geniculate 

nucleus (LGN), as originally proposed by Hubel and Wiesel (1962), contribute to 

orientation preference and spatial frequency selectivity, although it is suggested 

that recurrent cortical feedback and intracortical inhibition are necessary to obtain 

the sharpness in tuning that is commonly observed. 

 One group has done extensive research into the dynamics of orientation 

tuning and the role of cortical inhibition in V1 neurons in macaques (for 
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discussion see Shapley et al., 2003). They correlated the extracellular spike 

response with a rapid sequence of full-field oriented gratings at the optimal 

spatial frequency (17 ms per frame), and showed that the dynamics of orientation 

tuning in V1 neurons, while usually separable, can be inseparable (Ringach et 

al., 1997a). In those neurons, responses were found that include inversions and 

inseparable shifts in orientation preference, sharpening of orientation tuning with 

time, and/or transient peaks of activity at non-optimal orientations. Input layers 

(4Cα and β) are comprised mostly of neurons with separable dynamics, while 

output layers (2, 3, 4B, 5, and 6) exhibit a larger proportion of neurons with 

inseparable dynamics. These results were related to possible roles of 

intracortical feedback in shaping the dynamics of the V1 neuronal response. 

 On the other hand, two more recent reports, in which a similar stimulus 

was used to explore orientation dynamics, have presented potentially conflicting 

results (Gillespie et al., 2001 and Mazer et al., 2002). The first correlated the 

intracellular membrane potential in V1 neurons in cats with flashed gratings at 

multiple orientations (typically 10 Hz on a 0.9 duty cycle). In contrast to Ringach 

et al. (1997a), they found that the preferred orientation and tuning bandwidth 

remained stable across the duration of the neuronal response. However, the 

relatively slow stimulus modulation used in their experiments may not have 

provided sufficient time resolution to observe the sometimes subtle dynamic 

changes in orientation tuning. The second group simultaneously explored 

orientation and spatial frequency dynamics by correlating the extracellular spike 

responses recorded in two awake-behaving macaques with a rapid sequence of 

gratings that varied in both orientation and spatial frequency (14 or 17 ms per 

frame). They found that orientation tuning was largely separable in time (in about 

95% of neurons), but admit that low levels of signal-to-noise in their data may 

have obscured inseparable dynamics. Orientation and spatial frequency were 

reported to be largely separable (about 75% of power, on average, was 

explained by a separable model). Lastly, they frequently identified inseparable 

shifts in spatial frequency tuning (see also below). In an analogous experiment 

(Ringach et al., 2002), it was furthermore found that the selectivity of orientation 
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and spatial frequency tuning are both sharpened by suppression, which was 

suggested to be cortical in nature. 

 In experiments designed to more carefully study the dynamics of spatial 

frequency tuning, researchers correlated the extracellular spike response in 

macaques with a rapid sequence of optimally-oriented gratings at multiple spatial 

frequencies (20 ms per frame), and found a large proportion of V1 neurons 

whose spatial frequency tuning was inseparable (Bredfeldt and Ringach, 2002; 

see also Frazor et al., 2004). In these neurons it was reported that the preferred 

spatial frequency shifted from low to high spatial frequencies over the course of 

the response, and the spatial frequency bandwidth became narrower in time. 

These dynamics were proposed to serve as a possible mechanism in support of 

the theory of coarse-to-fine processing (Marr and Poggio, 1979; Menz and 

Freeman, 2003), which suggests that it may be computationally beneficial to use 

early low frequency information to constrain the subsequent analysis of higher 

frequencies in the visual image. Recent results further suggest that this shift in 

preferred spatial frequency from low to high spatial frequencies in V1 derives 

from feedforward inputs from the LGN, and can be explained simply by the 

established inseparability of LGN receptive fields: the delay of the surround 

response with respect to the center (Allen et al., 2004). 

 These physiological and anatomical results suggest that the dynamics of 

V1 receptive fields are related to the development of orientation and spatial 

frequency selectivity, and imply that the complexity of V1 neuronal dynamics may 

increase as information flows toward extrastriate visual areas. The linear 

component of the dynamics of orientation and spatial frequency selectivity lend 

support for particular models for the genesis of attribute tuning, in which the role 

of cortico-cortical amplification and intracortical inhibition are shown to be 

especially important (Shapley et al., 2003). Increases in the complexity of these 

dynamics from input layers (4Cα and 4Cβ) to output layers (2, 3, 4B, 5, and 6) 

imply that the mechanisms at work may constitute a general principal in the 

anatomical organization of the neocortex which supports the refinement of 

attribute selectivity (Ringach et al, 1997a). Furthermore, these V1 neuronal 
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dynamics may be crucial for the encoding of subtle spatial features in the visual 

image not captured by feedforward thalamic inputs, and could be derived from 

neuronal mechanisms used commonly in the cortex (Shapley et al., 2003). 

 However, it is unclear whether these dynamics are fundamentally linear in 

nature. Nonlinear responses have been well-characterized in V1 neurons, 

especially in complex cells, and shown to contribute to perceptual phenomena 

such as direction selectivity (see above; Reid et al., 1991; DeAngelis et al., 

1993b). Spatial nonlinearities in V1 receptive fields, in particular non-classical 

receptive field effects (see below), are widespread and believed to be a factor in 

visual perception, including contour integration and texture segmentation 

(Fitzpatrick, 2000). Unfortunately, spatial details are often overlooked to examine 

separately the linear and nonlinear dynamics of the V1 neuronal response, or 

response dynamics are disregarded in favor of characterizing the spatial 

specificity of the V1 receptive field. The difficulty in characterizing the full 

spatiotemporal dynamic capabilities of V1 neurons lies in uncovering both linear 

and nonlinear dynamics in a spatially specific manner. 

 

CLASSICAL/NON-CLASSICAL V1 RECEPTIVE FIELD NONLINEARITIES 
 By definition, the classical receptive field (CRF) of a V1 neuron is the 

region of visual space in which a stimulus will elicit a spike response. In contrast, 

the non-classical receptive field (NCRF) of a V1 neuron is the region of visual 

space, surrounding the CRF, in which a stimulus will not elicit a spike response. 

However, a stimulus in the NCRF may influence the response to a stimulus 

presented in the CRF. Several groups have demonstrated that the spatial extent 

across which neurons integrate visual information is not absolutely fixed, but 

depends strongly upon the characteristics of stimuli in both the CRF and 

adjacent, contextual stimuli in the NCRF (Kapadia et al., 1999; Levitt and Lund, 

1997; Polat et al., 1998; Sengpiel et al., 1997; Sceniak et al., 1999). In the 

research on V1 neuronal dynamics discussed above, stimuli have typically been 

full-field, covering both the CRF and NCRF. Thus, it is unclear whether the 

observed dynamics reflect dynamics within the CRF, within the NCRF, or 
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interactions between the two regions. Moreover, interactions between the CRF 

and NCRF may relate to specific roles that V1 has in visual perception, including 

image or texture segmentation, “pop-out”, contour integration, and formation of 

illusory contours (for review see Fitzpatrick, 2000). 

 Influences from the NCRF have been documented for almost 40 years. 

When Hubel and Wiesel (1965) first characterized end-stopped or length-tuned 

neurons in the extrastriate cortex in cats (which they designated as 

“hypercomplex”, a term no longer used)—similar cells were later reported in V1 

as well—they proposed that these neurons might be involved in detecting 

discontinuities in contour, such as curves or corners. Later, Maffei and Fiorentini 

(1976) described neurons that showed an analogous effect for the width (in 

number of cycles) of an oriented grating (i.e., side-stopped or width-tuned 

neurons), and other researchers noticed that length-tuned neurons are frequently 

width-tuned (DeAngelis et al., 1994), suggesting these neurons might signal 

texture boundaries between the CRF and NCRF. Although end- and side-

inhibition tend to be strongest at the orientation and spatial frequency that yield 

maximal excitation in the receptive field center, the phase independence of these 

CRF-NCRF interactions suggests that V1 neurons are not contour detectors (as 

contours depend upon phase) but may participate in texture segmentation 

(DeAngelis et al., 1994). 

 Further studies of NCRF influences in V1 neurons have partly supported 

the idea that these neurons might participate in texture segmentation. Various 

researchers have used stimulus designs in which the entire NCRF, rather than 

just the ends or sides, are stimulated with a grating in an annulus while 

presenting the preferred grating in the CRF. By carefully examining the effect of 

NCRF orientation on the neuronal response, Sengpiel et al. (1997) distinguished 

three classes of NCRF effects in V1 neurons: NCRF orientation-independent 

suppression (“general suppression”), NCRF suppression that is strongest at the 

preferred orientation of the CRF (“iso-oriented suppression”), and NCRF 

suppression that is strongest at orientations flanking the preferred orientation of 
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the CRF (“iso-oriented release from suppression”). All three types of neurons 

could be interpreted as signaling continuity or changes in texture. 

 Recent studies have provided further detail on the spatial aspects of 

NCRF suppression, but still largely ignore response dynamics. Building on the 

stimulus design described above, Walker et al. (1999) divided the annular region 

of the NCRF into eight overlapping circular patches, two positioned at the ends of 

the CRF, two at the sides, and four obliquely. In this study, only neurons 

exhibiting marked suppression on size tuning curves were examined. By 

presenting the preferred grating in the CRF and a second grating in each of the 

eight locations, they showed that suppression is typically asymmetric and 

localized; a subset of the neurons studied exhibited axially symmetric or spatially 

uniform NCRF suppression. The spatial pattern of suppression was independent 

of the orientation and spatial frequency of the grating in the NCRF, although the 

effect was strongest when the parameters of the grating in the NCRF matched 

those of the grating in the CRF. How these results might be incorporated into 

theories of visual perception, however, is unclear. 

 Generally speaking, research suggests that stimuli located in the NCRF 

tend to suppress (although facilitation has also been reported; Sillito et al., 1995) 

the neuronal response to an optimally oriented bar or grating in the CRF. 

Suppression is strongest for iso-oriented stimuli (Li and Li, 1994), whereas 

facilitation is typically observed for cross-oriented stimuli. Additionally, the time 

course of inhibitory effects from the NCRF appears to be slower but longer 

lasting than the excitatory effect of the CRF (Knierim and Van Essen, 1992; 

Walker et al., 1999). Several groups have noted the effect of CRF contrast on 

NCRF influences. Usually, low contrast stimuli (bars or gratings) in the CRF are 

facilitated by stimuli in the NCRF, while high contrast stimuli in the CRF tend to 

be suppressed by NCRF stimuli (Kapadia et al., 1999; Polat et al., 1998; 

Sengpiel et al., 1997). This effect has been postulated to result from a complex 

gain control mechanism in which the excitatory CRF integrates visual information 

over a greater area at low contrast than at high contrast (Levitt and Lund, 1997; 

Sceniak et al., 1999). Thus, apparent changes in the size of the cortical 
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integration field suggests that researchers must be careful in interpreting NCRF 

influences, as the border between CRF and NCRF is experimentally (not 

anatomically) defined and subject to stimulus conditions. Nevertheless, it is clear 

that spatial nonlinearities play an enormous role in the V1 receptive field and 

possibly in visual perception. It is therefore crucial that future studies of linear 

and nonlinear V1 neuronal dynamics do not ignore the detailed spatial structure 

of the receptive field. 

 

MOTIVATIONS AND GOALS FOR THIS THESIS WORK 
 From the above review, one can see that V1 neurons exhibit both 

complicated dynamics and nonlinear spatial interactions, and are also very 

heterogeneous. Therefore, to understand the function of V1 it is necessary to 

study the receptive fields of V1 neurons in a manner which takes into account 

both the complex spatial processing and, at the same time, the intricate 

dynamics of the visual receptive field. Ideally, one would like to be able to 

examine both linear and nonlinear phenomena, while not ignoring the spatial 

complexities and dynamic variability in the V1 neuronal response. In addition, the 

variety of dynamic responses present across the population must be considered, 

in order to come to a more complete understanding of the mechanisms of V1 

processing. 

 Moreover, the role of these complex V1 receptive field characteristics in 

visual perception is possibly far-reaching, and central to our understanding of V1 

neuronal function. Spatial dynamics in the V1 receptive field have been linked to 

mechanisms of visual motion processing and direction selectivity. The dynamics 

of orientation and spatial frequency tuning have been related to the development 

of attribute selectivity at physiological and anatomical levels. And nonlinear 

spatial interactions between the CRF and NCRF have been proposed to support 

(among other perceptual phenomena) contour integration and texture 

segmentation. 

 For these reasons, the goal of this research was to help elucidate both the 

linear and nonlinear spatiotemporal dynamics of V1 receptive fields. As 
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discussed above, previous research generally did not do a very good job of 

separating linear and nonlinear phenomena while also distinguishing between 

CRF and NCRF influences. A key to the present approach was the construction 

of a seemingly stochastic stimulus (though in fact it is deterministic) with spatial 

segregation and strong orientation signals, which could be used to investigate 

first- and second-order response kernels and characterize the V1 receptive field 

under a rigorous mathematical framework (see Chapter 2). In brief, we presented 

a rapid, pseudorandom sequence (20 ms per frame) of oriented gratings, 

simultaneously in both the CRF and one or more regions of the NCRF. Reverse-

correlation of spike responses with individual stimulus frames or pairs of stimulus 

frames allowed us to describe the linear and nonlinear spatiotemporal dynamics 

in V1 neurons, without sacrificing spatial specificity. First- and second-order 

response kernels are presented, and it is shown that simple static nonlinearity 

models cannot entirely account for the observed cortical dynamics. This 

characterization of V1 receptive field dynamics, in a spatially specific manner, 

allowed us to rule out certain models of V1 neurons. Moreover, it suggests that 

certain aspects of visual processing may be more important in visual perception 

than previously thought, while other aspects may be less important. 
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CHAPTER 2: METHODS 
SURGERY AND PHYSIOLOGICAL MAINTENANCE 
 Experiments were performed on anesthetized, paralyzed cats (N=8) or 

macaque monkeys (N=2) in accordance with NIH and institutional standards. 

Methods were similar to that of Victor and Purpura (1998). One hour prior to 

surgery, 40 µg atropine is injected intramuscularly (IM) to decrease bronchial and 

salivary secretions and to help prevent bradycardia. Forty minutes prior to 

surgery, ketamine (10 mg/kg IM) is administered for surgical anesthesia. 

Cephalic veins are catheterized with PE-90 tubing. Either methohexital (6 cats) or 

acepromazine (2 cats and 2 monkeys) is added, as described, to aid anesthesia 

and muscle relaxation. Methohexital is administered as an intravenous (IV) bolus 

(1%, 5.8 mg/kg) prior to surgery, and is used in 0.1 mL increments to maintain 

anesthesia throughout surgery. Acepromazine (0.11 mg/kg IM) is injected 40 

minutes prior to surgery, and is re-administered in conjunction with ketamine if 

necessary during surgery. 

 Surgical sites are shaved, prepped with betadine, and infiltrated with 

bupivicaine (0.5%). Tracheostomy is performed for mechanical ventilation. Two 

femoral veins and one femoral artery are catheterized for administration of fluids 

and medications, and to monitor blood pressure, respectively. A urinary catheter 

and rectal thermometer are inserted, and an oxygen sensor is placed over the 

tongue. Vital signs (EKG, expired CO2, O2 saturation, blood pressure, and 

temperature) are continuously monitored throughout the duration of the 

experiment. 

 After surgery, the animal is transferred to a stereotaxic frame, and 

anesthesia is maintained with a mixture of propofol (2 mg/kg/hr IV) and sufentanil 

(0.08 µg/kg/hr IV). The rate of propofol and sufentanil is adjusted according to the 

vital signs. Penicillin (25000 U/kg IM) is administered on the first day as 

preventative therapy. Each day dexamethasone (1 mg/kg IM) is administered to 

reduce cerebral edema and, if signs of infection are present—fever, hypothermia, 

or excessive tracheal mucus—procaine penicillin G (75000 U/kg IM) and 

gentamicin (5 mg/kg IM) are injected to reduce infection. The scalp is retracted, 
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screws are positioned in the skull (to monitor EEG and serve as ground for 

electrophysiological recording), and a small craniotomy is performed, centered at 

3 mm posterior and 1 mm lateral for cats and 15 mm posterior and 14 mm lateral 

for monkeys. A small incision is made in the dura, through which an electrode is 

inserted, and the hole is covered with agar and sealed with petroleum jelly. 

Paralysis is induced with a bolus of vecuronium (1 mg IV) and maintained by 

continuous infusion (1 mg/hour IV). 

 Both eyes are treated with atropine (1%), flurbiprofen (2.5%), and 

neosynephrine eye-drops. Rigid gas permeable contact lenses are fitted to 

protect the corneas. For each eye, the locations of the area centralis (cats) or 

fovea (monkeys) and the optic disc are mapped onto a tangent screen 114 cm 

away. Refraction is optimized by retinoscopy and confirmed or refined by 

optimizing neuronal responses to high spatial frequency drifting gratings. Artificial 

pupils (2 mm diameter) are centered in front of the natural pupils to reduce the 

total amount of ambient light entering the eye. 

 

LESIONS, EUTHANASIA, AND HISTOLOGY 
 Fluorescent tracing and electrolytic lesions are used to aid track 

reconstruction and laminar assignment of recording sites (Mechler et al., 2002). 

Before insertion, the tetrode is lightly coated in the fluorescent dye DiI (D-282). 

Before complete retraction, at three locations along the electrode track, lesions 

are made by current passage (3 µA for 3 seconds on the negative lead). 

Experiments last 3-4 days, at the end of which the animal is euthanized by rapid 

infusion of a lethal dose of methohexital (>15 mg/kg IV), exsanguinated via 

perfusion with phosphate-buffered saline (PBS), and perfused with 4% 

paraformaldehyde in PBS. Cryostatic sections (40 µm) are imaged under 

fluorescent microscopy, Nissl stained, and re-imaged under light microscopy. 

Both image sets are aligned for full-track reconstruction and laminar 

identification, when possible in both cats (N=6) and monkeys (N=2). 
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ELECTROPHYSIOLOGY AND RECEPTIVE FIELD CHARACTERIZATION 
 We use tetrodes to record extracellular action potentials (spikes); details 

pertaining to the electrode design and recording techniques are described 

elsewhere (Mechler et al., 2002). Briefly, multiple single units are isolated by on-

line clustering of spike waveforms based on waveform features (i.e., by defining 

boundaries between the peak and valley heights across the four tetrode channel 

waveforms), for receptive field mapping and stimulus parameter determination 

(Discovery software, DataWave Technologies). On-line spike clustering was 

used to monitor and guide experiments, but all analyses reported herein employ 

a more sophisticated off-line cluster algorithm, which is based on a principal 

components decomposition of the spike waveforms (Fee et al., 1996) and 

described in detail elsewhere (Reich, 2001). 

 After isolation of single units, their receptive field is mapped onto a tangent 

screen and ocular dominance is determined by an auditory criterion 

(approximately the mean firing rate). In all subsequent recording, the non-

dominant eye is occluded, and quantitative measures of the neuronal response 

(average firing rate and first harmonic amplitude) are used for comparisons. 

Receptive fields are characterized in a standard way using drifting sine wave 

gratings: tuning is measured first for orientation, then for spatial frequency, and 

finally for temporal frequency, with parameters for each measurement 

progressively optimized from the preceding ones. The contrast response function 

is measured using the optimal grating. When multiple single units are 

simultaneously isolated, receptive field characterization is done for the most 

responsive and well-tuned unit, and occasionally for a second unit. 

 Visual stimuli for receptive field characterization are generated by a VSG 

2/5 system (Cambridge Research Systems), housed on a dedicated Windows 98 

computer, which drives an independent Sony GDM-500PS monitor. 

Synchronization with the electrophysiological hardware is achieved via TTL 

signals sent by the VSG 2/5. Up to 4 on-line isolated single units, represented as 

TTL pulses by the electrophysiological hardware, are collected on an internal AS-

1b DIO board. The luminance of the display is calibrated with a photodetector, 
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and linearized via lookup tables. Additional stimuli (to be described) are 

generated on a custom-built system based on a dedicated Dell Dimension 8200, 

Pentium 4, Windows 2000 computer. This system, programmed in Borland 

Delphi, drives the same Sony monitor via OpenGL API calls delivered to an 

NVidia GeForce3 consumer-grade video graphics card (OEM specification). For 

synchronization with the electrophysiological hardware and spike collection, it 

uses a National Instruments PCI-6602 counter-timer board, which sends 2 TTL 

timing pulses, and accepts up to 6 TTL lines for event data. On this system, the 

visual stimulus generation software is executed in real time (i.e., in the Windows 

API the process is designated as REALTIME_PRIORITY_CLASS and the thread 

priority is set to THREAD_PRIORITY_TIME_CRITICAL), and stimulus 

presentation is time-locked to the refresh rate of the display (set to 100 Hz), 

which allows for the necessary sub-millisecond accuracy. A data flow diagram for 

these computer systems is shown in Figure 1. This OpenGL-based system was 

developed because the high-speed graphical rendering required for the m-

sequence stimulus (described below) could not be attained with the VSG 2/5 

system. The basic programming architecture developed (in Borland Delphi) for 

the synchronization of the OpenGL graphics display and spike collection, has 

been successfully been used in these and other studies (Victor et al., 2004a and 

2004b) in this laboratory. 

 



18 

 

 

Figure 1. Data flow diagram for visual stimulus generation, electrophysiological recording, 
and on-line data collection. 

 

 With the OpenGL-based system, we quantitatively establish the receptive 

field location for each unit with drifting bars (based on the mean firing rate), and 

use this measurement to help center subsequent stimuli. We stimulate the 

receptive field with the optimal grating in a circular patch (presented for 3 

seconds at 25-50% contrast), parametric in diameter, in order to construct a size 

tuning (or area-summation) curve, which measures the limits of the classical 

(excitatory) receptive field, and tests for the presence of NCRF suppression. We 

also present the preferred grating in an annulus, parametric in inner diameter, to 

establish the outer limits of the CRF. There is typically a close correspondence 

between the size of the CRF as measured with patches or annuli (Figure 2). In 

subsequent stimuli, the diameter of the patch covering the CRF is chosen to 

maximize the spike rate, the inner diameter of the annulus covering the NCRF is 

chosen to avoid significant driven response, and the outer diameter of the 

annulus covering the NCRF is chosen to fill the screen. 
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Figure 2. Patch size tuning (area-summation) curve overlaid with annulus size tuning 
curve shows a close correspondence between the size of the receptive field as measured 
with patches or annuli (“B” is a blank stimulus of mean luminance; error bars are +/-SEM). 

 

M-SEQUENCE STIMULUS PARADIGM 
 To characterize the dynamic linear and nonlinear components of the 

spatiotemporal receptive field for each unit, we designed a novel stimulus based 

on a subspace reverse-correlation technique in which a random sequence of 

gratings at multiple orientations are rapidly presented (Ringach et al., 1997b). 

While this method is useful for analyzing the orientation dynamics of V1 neurons, 

due to the fact that its spatial power distribution is matched to the V1 receptive 

field, it requires modification in order to examine spatiotemporal nonlinearities 

within or between receptive field sub-regions. Our modifications consist of 

employing a pseudo-random sequence (dictated by a non-binary m-sequence), 

which permits an accurate extraction of second-order correlations. In addition, we 

divide the stimulus into multiple regions, with one region targeted at the CRF, 

and one or more surrounding, contiguous regions targeted at the NCRF. When 

we use multiple NCRF regions, they are aligned with the ends and sides of the 

CRF (Figure 3). The size and boundary of the CRF and NCRF are determined as 

described above by drifting gratings in a circular patch or annulus centered on 

the receptive field; we typically leave a 0.25–1.00 degree space between the 

CRF and NCRF regions. 
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Figure 3. A few frames of the m-sequence stimulus, which highlight the spatial and 
temporal aspects of the stimulus. 

 

 The stimulus sequence involves a seemingly stochastic approach 

(although in fact the stimulus is deterministic); every 20 ms each receptive field 

region is filled independently with an image token drawn pseudo-randomly from a 

set of tokens. Token sets include: (1) stationary gratings at multiple orientations 

(optimal spatial frequency and random phase), plus a blank token of mean 

luminance (see Chapter 3: DYNAMICS OF ORIENTATION TUNING), or (2) 

stationary gratings at six spatial frequencies (optimal orientation and random 

phase), plus a blank token (see Chapter 4: DYNAMICS OF SPATIAL 

FREQUENCY TUNING), or (3) stationary gratings at four spatial phases (optimal 

orientation and spatial frequency), plus a blank token (see Chapter 5: 

DYNAMICS OF SPATIAL PHASE TUNING). (Except where noted all tokens are 

presented at 100% Michelson contrast, excluding the blank token, which has 0% 

contrast and a luminance equal to the both the stimulus background and the 

mean luminance for grating tokens.) 

 The order in which tokens are selected is determined by a non-binary m-

sequence (see APPENDIX). Non-binary m-sequences are a generalization of 

binary m-sequences (Reid et al., 1997; Sutter, 1992; Victor, 1992) that allow the 

use of more than 2 tokens; we typically use 7 or 11 tokens and a sequence 

length of 16806175 =−  or 146401114 =− , which lasts about 5 minutes per repeat. 

(While the use of 7 or 11 tokens in the orientation domain results in a relatively 

coarse sampling of orientation—30 or 18 degree spacing, respectively—the use 

of 13 or 17 tokens would greatly increase the length of time necessary to 

sufficiently sample the stimulus space, in order to allow all relevant kernel values 
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to be estimated without overlap. Therefore, we chose to sacrifice high resolution 

in the orientation domain in exchange for increased response sampling and 

cleaner kernel estimates.) The advantage of using m-sequences rather than 

random sequences is that all n-tuples of tokens (e.g., singles, pairs, or triples) 

occur in a controlled and (nearly) equally balanced fashion; this facilitates the 

analysis, especially for nonlinear interactions. Figure 3 shows a few of the frames 

from a composite visual stimulus in the orientation domain. 

 

M-SEQUENCE ANALYSIS AND RESPONSE KERNEL ESTIMATION 
 The analysis of responses to m-sequences, which is often referred to as 

reverse-correlation or the spike-triggered average, involves estimating the token-

dependent spike rate by correlating spikes with the occurrence of single tokens 

or pairs of tokens at various, physiologically-relevant post-stimulus delays. The 

collection of estimates across all tokens or pairs of tokens is called a kernel, and 

is related to the Weiner kernel orthogonal expansion of the stimulus-response 

relation (see APPENDIX). First-order kernels are estimated for each receptive 

field region at post-stimulus delays from 20 to 120 ms (in 20 ms steps). Second-

order kernels are estimated for all pairs of receptive field regions (including the 

CRF paired with itself), at all pairs of post-stimulus delays from 20 to 120 ms (in 

20 ms steps). As reported here, first-order kernels indicate modulations above or 

below the mean firing rate, and second-order kernels reflect nonlinear response 

structure that is not accounted for by the first-order kernels. (Based on this 

nomenclature for the term kernel, there are 12 kernels shown in Figure 8—six 

kernels in the CRF and six kernels in the NCRF—and 1 kernel shown in Figure 

20.) 

 Calculation of individual kernel values essentially entails the addition and 

subtraction of spikes in various bins (labeled by token), as allocated by the m-

sequence. The mean firing rate, or zeroth-order kernel value ]0[k , is an average 

across all bins, and is calculated as: 
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Equation 1. Calculation of the mean firing rate, or zeroth-order kernel value ]0[k . 

 

where bz is the number of spikes in the zth bin, and T is the bin width in seconds. 

Regional assignments and post-stimulus time delays each correspond to 

particular shifts of the m-sequence. Since an m-sequence is (nearly) orthogonal 

to a shift of itself, spikes will independently contribute to different bins for each 

region and time delay. Therefore, first-order kernel values ]1[
,, tgnk  for any given 

token n, region g, and time delay t, are calculated as: 
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Equation 2. Calculation of first-order kernel values ]1[
,, tgnk . 

 

where there are N tokens, and any spikes in bz are counted only if the nth token 

occurs in the zth bin of the m-sequence mg,z-t (indexed by region g and time delay 

t). Notice that, since the zeroth-order kernel is subtracted from each first-order 

kernel value, the sum of first-order kernel values across all N tokens is zero. (In 

all figures in this text, except Figure 8, Figure 41, Figure 50, and Figure 62, the 

zeroth-order kernel will be added back to all first-order kernel values, and their 

sum will be presented and referred to as the first-order responses. This is done 

so that the relationship of the response modulation to the mean firing rate can be 

seen.) 

 Second-order kernel values ]2[
,, tgnk vvv  are calculated in an analogous manner: 
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Equation 3. Calculation of second-order kernel values ]2[
,, tgnk vvv . 

 

where ],[ 21 nnn =v  is a token pair, ],[ 21 ggg =v  is a region pair, and ],[ 21 ttt =
v

 is a 

time delay pair. For second-order kernel values, the zeroth-order kernel, and 

first-order kernel values in response to each token separately, are subtracted 

from each second-order kernel value. Thus, the sum of second-order kernel 

values across all N1 tokens with respect to N2 tokens is zero, and vice versa. 

 Finally, notice that, calculated in this way, both first- and second-order 

kernel values have units of spikes/(second×contrast). Therefore, these kernels 

cannot strictly be called Wiener kernels (see Equation 16 in APPENDIX), but are 

rather a discrete representation of the pth-order Wiener kernel function ),,(][ tgnk p . 

In the limit that this function can be regarded as having a constant value in each 

time bin, the relationship between these functions is: 
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Equation 4. Relationship between the discrete and continuous representations of kernel 
values. 

 

where ][
,,

p
tgnk vvv  is the pth-order discrete kernel value and ),,(][ tgnk p vvv  is the kernel 

function (of continuous time) estimated for singles (or pairs) of token(s) nv , in 

region(s) gv , at time delay(s) t
v

, and ∆t is the bin width in seconds. Here, 

),,(][ tgnk p vvv  has units of spikes/(second(p+1)×contrast), as it should (see Equation 

16). 

 

RECEPTIVE FIELD MODELS 
 To assess whether or not simple, common models of the primary visual 

cortex could account for experimental observations, we created models based on 
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the measured zeroth- and first-order kernels in the CRF. These models, 

commonly referred to as LNP models or cascade linear-nonlinear models, 

consist of a linear filter (L), followed by a static nonlinearity (N), which is fed into a 

Poisson spike generator (P) (Ringach et al, 1997b; Anzai et al., 1999; Nykamp 

and Ringach, 2002). An advantage of using kernels that approximate the Weiner 

kernels is that, in the Wiener limit, L has the same shape as the collection of first-

order kernels. Furthermore, P does not influence the shape of the first-order 

kernels because each spike is generated independently (without a refractory 

period or memory). 

 To make the model explicit, the firing rate r(t) is the convolution of the 

stimulus, s(n,t), with a linear kernel, k(n,τ) , plus a mean rate, k0: 
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Equation 5. Stimulus-response relationship for first-order models of the CRF. 

 

where the linear kernel k(n,τ) is the collection of model first-order kernels, which 

describes the impulse response to a given token. Here, n symbolizes the token 

(there are N tokens), and τ is the time delay between stimulus and response. In 

this formulation, k(n,τ) and its Wiener analogue, L, are functions of continuous 

time. However, empirical measurements of the first-order kernels are limited to a 

finite resolution; in the analysis (see above) we use 20 ms time bins, as a 

reflection of the fact that our stimulus frames are also 20 ms. Therefore, we 

conceptualize of r and s in like manner, that they are constant-valued over 20 ms 

intervals, and discretize the model first-order kernels k(n,τ) by considering them 

as sums of kernel estimates weighted by the time window in which they are 

calculated: 
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Equation 6. Method used to discretize model first-order kernels in time. 
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such that in the limit as ∆t→0, the discrete sum is equal to the continuous 

integral. Here, we substitute the measured first-order kernel values ( ]1[
,, tgnk ) in the 

CRF (see Equation 4), which are time-weighted estimates of the first-order kernel 

functions ),,(]1[ tgnk , into Equation 6, and the measured zeroth-order kernel 

values ( ]0[k ) into Equation 5. Therefore, if a single token at contrast c, presented 

steadily in time, elicits a constant firing rate of A spikes/second, then 

ckAk tn )( ]0[
, −=  spikes/(second×contrast), and tckAtnk ∆−= )(),( ]0[  

spikes/(second2×contrast). 

 The static nonlinearities are described by the following equation: 

 

 prtratr 0)()( −=  

Equation 7. Static nonlinearities used in models of the CRF. 

 

where r(t) is the firing rate, r0 is an offset parameter,   is half-wave rectification, 

p is the power-law, and a is amplification. We used three variants (see Figure 4): 

(1) half-wave rectification (p=1; “threshold-linear”), (2) half-wave rectification 

followed by squaring (p=2; “threshold-squared”), and (3) half-wave rectification 

followed by a square-root operation (p=0.5; “threshold-square-root”). These 

models were chosen to span a range of static nonlinearities that are consistent 

with those observed in V1 neurons (Albrecht and Geisler, 1991; Anzai et al., 

1999; Priebe et al., 2004), and correspond to other choices in the literature 

(Mechler and Ringach, 2002). The parameters r0 and a are determined by a 

nonlinear least-squares minimization (performed in Matlab with the lsqnonlin 

function) of the Euclidean distance between the firing rate in response to the 

stimulus as predicted by the empirical zeroth- and first-order kernels (i.e., 

Equation 5), and the firing rate predicted by the model zeroth- and first-order 

kernels (obtained by calculation of Equation 1 and Equation 2 on the firing rate 

given by Equation 7). 
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Figure 4. Static nonlinearities used in models of the CRF. 

 

 Finally, the firing rate given by Equation 7 is fed into the Poisson spike 

generator P, to create four independent repeats of model spike trains for each of 

the three variants described above. These rate-modulated Poisson spike trains 

for each model are then used to calculate model zeroth- (see Equation 1), first- 

(see Equation 2), and second-order kernels (see Equation 3). The linear and 

nonlinear responses described by model kernels are treated in the same manner 

as for physiological responses, as described below, and the quantitative and 

qualitative features are compared. This permits a statistical evaluation of the 

ability of these simple static nonlinearity models to explain the physiological 

responses both in individual neurons and across the population. 

 

DATA PROCESSING 
 As mentioned above, spikes from individual neurons are categorized 

(sorted) off-line for all analyses described herein. A subset of spike waveforms 

from each recording site, usually 10000, are subjected to principal components 

analysis; the highest principal components that explained 90% of the variance 

are used as a basis set to represent all spike waveforms for the clustering 

process (for additional details see Reich, 2001). Manual intervention is required 

to reject or further combine automatically-defined clusters into single unit or 

multiunit neurons, which is done by comparing waveform shapes across all four 
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channels of the tetrode. Overlapping spikes are typically ignored, except where 

classification is especially obvious. Single units are conservatively classified so 

that relatively few spikes from other neurons are included, and assignments are 

rejected if greater than 5% of spikes are coincident within 1.3 ms. 

 The average firing rate obtained from size tuning (or area-summation) 

curves (see above) for each neuron are fit with a difference-of-Gaussians (DOG) 

model: 
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Equation 8. Difference-of-Gaussians model used to fit size tuning (area-summation) 
curves. 

 

where r0 is the spontaneous rate, Ke and Ki are excitatory and inhibitory 

amplitude parameters, a and b are excitatory and inhibitory width parameters, s is 

the radius, and the factor of 2π comes from the integral around the circle. This 

DOG model differs slightly from that used commonly in the literature (Sceniak et 

al., 2001), in that it uses symmetric two-dimensional Gaussian terms. It was 

chosen over the one-dimensional form because of the two-dimensional nature of 

V1 receptive fields and the stimulus set. The difference between the best fits 

provided by the one- and two-dimensional forms is generally quite small. 

However, near the origin, there is a qualitative difference: the two-dimensional 

model has a quadratic increase for small radius, while the one-dimensional 

model has a linear increase. The former is more consistent with the bulk of the 

data presented in this work. 

 All DOG fits to the parameters Ke, Ki, a, and b were performed in Matlab 

with the fmincon function, a nonlinear least-squares minimization. For size tuning 

curves in which the largest radius grating elicited the greatest response, fits were 

performed with only an excitatory Gaussian, by setting Ki to zero. To make 

concrete the idea that neuronal responses asymptote for stimulus sizes greater 

than the largest radius, we added an artificial data point at two times the largest 

radius, with a spike rate equal to that of the largest stimulus presented. Curves 
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were fit with and without this extra point, and the fit was chosen that had the 

smallest reduced chi-squared measure. (This modification was necessary to 

prevent spurious fits in which subtle differences between the quadratic rise of the 

excitatory and inhibitory Gaussians near 0=s  were fit to the data.) Fits are used 

to obtain a measure of the receptive field size and a suppression index. The 

suppression index (SI) is the ratio of the area under the inhibitory Gaussian over 

that of the excitatory Gaussian, and represents the fraction of NCRF 

suppression: 
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Equation 9. Calculation of the suppression index (SI). 

 

 Cells were classified as simple versus complex on the ratio of the first 

harmonic amplitude over the DC response (from which the spontaneous rate is 

subtracted), namely the F1/F0 ratio (Skottun et al., 1991). Calculations were 

performed with experiments for which the average spike response to a grating 

stimulus was optimal in orientation, spatial and temporal frequency, and size. 

Cells are categorized as simple if F1/F0>1 and complex if F1/F0<1. 

 The strength and statistical significance of a collection of first- or second-

order kernels were analyzed as follows. (Notice that these analyses never 

include kernels—as defined above by Equation 3—in which there were kernel 

overlaps or anomalies, an example of which can be found in Figure 75. These 

anomalous kernels were removed automatically, when present, based on the 

known location of kernel overlaps.) At each point in the kernels, the mean and 

standard deviation were estimated across stimulus repeats (usually N=4): 
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Equation 10. The estimated mean mk  and standard deviation mσ  of kernel values across 
stimulus repeats. 

 

where kj is the kernel value calculated from the jth stimulus repeat, mk  is the 

estimated mean for the mth kernel value, and mσ  is the estimated standard 

deviation for the mth kernel value (a local error estimate). Under the hypothesis 

that kernel estimates are Gaussian-distributed—which is a very good assumption 

since they are sums and differences of about 104 bin counts—this is equivalent 

to a bootstrap or jackknife estimate of the standard deviation. However, this 

estimate is suboptimal since there are only a small number of degrees of 

freedom ( 1−J ) that goes into each estimate. Therefore, we combine these local 

error estimates into a global measure of error by taking the root-mean-squared of 

the estimated standard deviation for each kernel value across all points in a 

collection of first- or second-order kernels restricted to the CRF: 

 

∑
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m
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global M 1
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Equation 11. Calculation of the global error in pth-order kernel estimates ][ p
globalσ . 

 

where M is the total number of kernel values in the pool; NM 6=  first-order 

kernel values contribute to ]1[
globalσ , and 215NM =  second-order kernels values 

contribute to ]2[
globalσ  (N is the number of tokens, as above). This pooling is based 

on the observation that all kernel values are derived by sums and differences of 

the same bin counts (multiplied by different coefficients for each kernel value). 

Since these coefficients are identical for each kernel value, other than a 
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permutation, their sums of squares are identical. Thus, the pooling assumption is 

rigorously correct in the limit that each bin contributes similarly the kernel. This is 

confirmed by the observation that the local estimated standard deviation appears 

to be uncorrelated with kernel values (i.e., kernel values with a greater magnitude 

do not tend to have a consistently greater or smaller standard deviation). 

 To obtain a measure of the signal-to-noise in a first-order kernel value, a t-

statistic for each kernel value is computed by dividing the mean of each kernel 

value mk  by ]1[
globalσ . Finally, as a global measure of the signal-to-noise in a 

collection of first-order kernels, the geometric mean of the three largest values for 

the t-statistic is calculated for the 6(N−1) points in a collection of first-order 

kernels. (Kernels are calculated at six post-stimulus delays, as described above, 

and only responses to grating tokens, not blanks, are included.) In the CRF, this 

measure is referred to as P1
CRF; the maximum value across all NCRF regions is 

referred to as P1
NCRF. 

 Second-order kernels were treated in an analogous fashion. Note that 

even though second-order kernels describe response nonlinearities, our estimate 

of a second-order kernel is linear in the data, so the statistical procedures are no 

more complicated. To obtain a measure of signal-to-noise in second-order kernel 

values, the t-statistic for each kernel value is computed by dividing the mean of 

each kernel value mk  by ]2[
globalσ . As a global measure of the signal-to-noise in a 

collection of second-order kernels, the geometric mean of the three t-statistics 

with greatest magnitude is calculated for each second-order kernel separately, 

and the maximum across all kernels in the collection is reported. For second-

order kernels between the CRF and itself, this measure is referred to as P2
CRF; 

the maximum value across all pairs of CRF-NCRF regions is referred to as 

P2
NCRF. (These measures for the global signal-to-noise were chosen and refined 

to the form presented here to agree consistently with qualitative observations.) 

 (In order to clarify the nomenclature for these global measures of signal-

to-noise, an example is presented. The first-order correlations between the spike 

response and all tokens in the CRF at a 40 ms post-stimulus time delay 

constitute a single first-order kernel. P1
CRF is a global measure of the signal-to-



31 

 

noise for the collection of first-order kernels in the CRF across all 6 calculated 

post-stimulus time delays, namely 20 to 120 ms in 20 ms steps. For a stimulus 

with 4 NCRF regions, there are 4 estimates of the signal-to-noise in the NCRF, 

one for the collection of first-order kernels in each of 4 NCRF regions. P1
NCRF is 

the maximum of these 4 measurements, and represents the global signal-to-

noise in the NCRF as a whole. Likewise, the second-order correlations between 

the spike response and all pairs of tokens, for one specific pair of receptive field 

regions and post-stimulus time delays, constitute a single second-order kernel. 

The signal-to-noise is calculated for all second-order kernels individually, for 

example between all tokens in the CRF at a 40 ms post-stimulus time delay and 

all tokens in one region of the NCRF at a 60 ms post-stimulus time delay. P2
CRF is 

the maximum signal-to-noise across all second-order kernels between the CRF 

and itself, of which there are 15, {[20, 40], [20, 60], [20, 80], [20, 100], [20, 120], 

[40, 60], [40, 80], [40, 100], [40, 120], [60, 80], [60, 100], [60, 120], [80, 100], [80, 

120], and [100, 120] ms}. To calculate P2
NCRF, a global measure of the signal-to-

noise for all pairs of CRF-NCRF regions as a whole, we take the maximum 

signal-to-noise for any one kernel across all second-order kernels between the 

CRF and each NCRF region, of which there are 144462 =× , given 4 NCRF 

regions and 6 different post-stimulus delays.) 
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CHAPTER 3: DYNAMICS OF ORIENTATION 

TUNING 
METHODS 
 For a general overview of the methods used in this and subsequent 

chapters, see Chapter 2 above. Except where noted, correlations reported in this 

text are computed by two-tailed Pearson correlation (r and p values are given), 

and the means of two distributions are compared by two-tailed t-test (p value is 

given), paired or unpaired, as appropriate. The additional methods described 

below apply specifically to experiments on the dynamics of orientation tuning. 

 Although previous research has shown that, for the vast majority of V1 

neurons, first-order responses to a rapid presentation of oriented gratings are 

separable (Ringach et al., 1997a; Gillespie et al., 2001; Mazer et al., 2002), 

inseparable dynamics in orientation tuning, inversions of orientation preference, 

and “Mexican-hat” shaped orientation tuning profiles are occasionally 

encountered (Ringach et al., 1997a). Therefore, we developed two separate 

criteria to classify neurons that exhibit dynamic changes in orientation preference 

(i.e., inversions or inseparable shifts in orientation preference) and “Mexican-hat” 

shaped profiles in their first-order responses. (In the following definitions, 

differences between oriented tokens are 18 or 30 degrees in our token sets, and 

significant means a t-statistic greater than zero with p<0.025.) Neurons with 

dynamic changes in orientation preference are defined by a collection of first-

order kernels in which the preferred orientation in any two kernels (1) differs by 2 

or more tokens, and (2) is significant for both kernel values. Neurons defined as 

having “Mexican-hat” shaped orientation tuning profiles must show (1) a 

significant response in any kernel and, in the same kernel, must have significant 

kernel values for (2)(a) both tokens closest in orientation to the preferred 

orientation (neighbor-flanks), which must also have t-statistics less than the 

mean t-statistic across all non-preferred- and non-neighbor-flanks, or (2)(b) both 

second-neighbor-flanks, which must also have t-statistics less than the mean t-

statistic across all non-preferred-, non-neighbor-, and non-second-neighbor-
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flanks, or (2)(c) both the clockwise-neighbor-flank and the counterclockwise-

second-neighbor-flank, which must also have t-statistics less than the mean t-

statistic across all non-preferred-, non-clockwise-neighbor-, non-

counterclockwise-neighbor-, and non-counterclockwise-second-neighbor-flanks, 

or (2)(d) both the counterclockwise-neighbor-flank and the clockwise-second-

neighbor-flank, which must also have t-statistics less than the mean t-statistic 

across all non-preferred-, non-counterclockwise-neighbor-, non-clockwise-

neighbor-, and non-clockwise-second-neighbor-flanks. In our data, these two 

definitions correspond well (by eye) to their intended function. 

 To compare two kernels (e.g., an empirical and a model kernel), we use a 

measure of the dissimilarity in a collection of kernel values: the Euclidean 

distance between empirical and model kernel values normalized by the standard 

error of the mean in empirical kernels. This measure is calculated for first- and 

second-order kernels as: 

 

∑
=


















−

=
M

m
p

global

p
m

p
m

p

J

kkE
1

2

][

]empirical,[]model,[

σ
 

Equation 12. Calculation of the normalized Euclidean distance between empirical and 
model kernels. 

 

where ][ p
mk  is the mean of the mth pth-order kernel value (see Equation 10), ][ p

globalσ  

is the global error estimate for pth-order empirical kernel values (see Equation 

11), and J is the number of stimulus repeats. This measure, Ep(x), is calculated 

for first- and second-order kernels for all models, where x is the power-law (see 

Equation 7). Under the hypothesis that Poisson variability of the spike counts is 

the only reason for the differences in kernel values, Ep
2/2 should be distributed 

approximately like chi-squared with M degrees of freedom. 
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RESULTS 
 Electrophysiological records were obtained from 38 sites in 8 cats and 6 

sites in 2 monkeys. At each site, the cluster of recorded spikes were sorted en 

masse (see Chapter 2). From the cats, we isolated 172 individual neurons and 

12 multiunit activity records; from the monkeys, we isolated 23 individual neurons 

and 1 multiunit activity record. Multiunit activity will not be further described 

below. 

 Orientation tuning, spatial and temporal frequency tuning, and contrast 

response functions were obtained for all neurons via standard methods (see 

Chapter 2). These measures were used in these results only to assess the 

characteristic responses of V1 neurons and establish optimal parameters for 

further experiments. We then stimulated neurons with the preferred grating in a 

circular patch centered over the receptive field, parametric in patch diameter (see 

Chapter 2). This was done in order to construct size tuning (or area-summation) 

curves, which measure the limits of the excitatory response field, and test for the 

presence of surround-suppression. Some neurons exhibit marked suppression 

as patch size increases, while others simply saturate (see details below). To 

obtain a complementary measure of the size of the CRF, we stimulated neurons 

with the preferred grating in a full-field annulus centered over the receptive field, 

parametric in inner diameter (see Chapter 2). The correspondence between the 

size of the CRF as measured with patches or annuli was typically very good (see 

Figure 2), and was used to determine the size parameters for subsequent m-

sequence stimuli (see Chapter 2). 

 When possible, size tuning curves from neurons in both cats (N=170) and 

monkeys (N=22) were fit with the difference-of-Gaussians (DOG) model (see 

Chapter 2). Fits were typically quite good (Figure 5)—the median reduced chi-

squared is 19.2~2 =rχ . This provides an estimate of the size of the CRF and an 

index of surround-suppression (SI); our population distribution of the SI agrees 

well with previously published results (DeAngelis et al., 1994; Walker et al., 1999; 

Sceniak et al., 2001). Correlations are weak (but significant) between the amount 

of NCRF suppression, as determined by the SI (see Chapter 2), and CRF size 



35 

 

(Figure 6) in both cats (r=−0.33, p<0.01) and monkeys (r=−0.53, p=0.01), or when 

pooled (r=−0.36, p<0.01). This suggests that neurons with larger receptive fields 

tend to experience less NCRF suppression. Furthermore, correlations between 

the SI and the degree of simple- or complex-like responses, as established by 

their F1/F0 ratio (Figure 7), are weak in cats (r=0.25, p<0.01) and absent in 

monkeys (r=0.16, p=0.49), or weak when pooled (r=0.22, p<0.01). While the bias is 

very slight, this indicates that simple cells experience somewhat more NCRF 

suppression across the population. 
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Figure 5. Examples of difference-of-Gaussians (DOG) fits to size tuning curves (error bars 
are +/- SEM). 
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Figure 6. Distribution of the suppression index (SI) versus CRF size shows a weak but 
significant negative correlation. 
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Figure 7. Distribution of the suppression index (SI) versus F1/F0 shows a weak but 
significant positive correlation. 

 

 Neurons that responded well to drifting gratings did not necessarily 

respond well to the m-sequence stimulus, and vice versa. Therefore, we do not 

restrict the analyses below to neurons with strong responses to drifting gratings, 

but rather analyze all neuronal responses. 

 

Linear Dynamics 
 The 3 neurons whose size tuning curves could not be fit did not respond to 

the m-sequence stimulus. An additional 6 neurons in cats were presented only 
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with a low-contrast version of the m-sequence stimulus, which will be discussed 

toward the end of this section. The remaining 186 neurons in cats (N=164) and 

monkeys (N=22), were presented with several repeats (typically N=4) of an m-

sequence stimulus (see Chapter 2)—comprised of 100% contrast stationary 

gratings at multiple orientations (optimal spatial frequency and random phase), 

plus a blank token of mean luminance—though its parameters were optimized for 

only one on-line unit in each cluster. This may have had the effect of reducing the 

percentage of neurons in the population that exhibit usable responses. 

 That said, most neurons (see below for details) had well-resolved first-

order kernels in the CRF, with clear orientation-dependent modulations in spike 

rate (Figure 8A). In contrast, first-order kernels in the NCRF lack significant 

orientation-dependent spike rate modulation (Figure 8B). Notice that a modulated 

response from the NCRF could have occurred if the stimulus was not properly 

lined up (in which case, the putative NCRF stimulus component would actually 

have been stimulating the CRF), and/or if a sub-threshold additive response from 

the NCRF was unmasked by the ongoing CRF stimulation. Thus, in this neuron 

the absence of a modulated response confirms that we appropriately lined up the 

stimulus, and precludes a sub-threshold additive role for NCRF influences. As 

described below, we will focus only on neurons for which the first-order NCRF 

response was unmodulated. While it is conceivable that this will (conservatively) 

exclude from our analysis neurons that were appropriately lined up but had an 

unmasked sub-threshold NCRF response, this is unlikely, since the strength of 

NCRF suppression (as measure by the SI) for the analyzed subset of neurons 

was similar to that of all recorded neurons. Indeed, the observation that there are 

neurons with SI close to one that lack first-order response modulation from the 

NCRF implies that the NCRF influence is modulatory in nature (i.e., multiplicative 

or divisive, but not additive). Further details concerning the action of the NCRF 

are examined with regards to the nonlinear response structure, as assessed by 

the second-order kernels, below. 
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Figure 8. First-order kernels from a typical neuron in response to the standard orientation 
space m-sequence demonstrate separable dynamics of orientation tuning in the CRF (left), 
and lack orientation-dependent spike rate modulations in the NCRF (right). 

 

 For the vast majority of neurons, as is typified by the example neuron in 

Figure 8, orientation preference develops quickly, peaks within 40 to 60 ms, and 

tapers off rapidly, in a linearly separable way (161/164 cat, 21/22 monkey). 

Notice that first-order kernels ]1[
,, tgnk  (see Chapter 2), as shown in Figure 8, 

describe modulations above or below the mean firing rate (or zeroth-order kernel 
]0[k ), and that the neuronal response in the CRF can be dynamically sensitive 

even to the absence (or withdrawal) of a stimulus (i.e., there is time-dependence 

in the neuronal response to the blank token “B” in Figure 8). This indicates that 

the average response to gratings of all orientations (i.e., a nonspecific response 

to gratings) is time-dependent (Ringach et al., 2003); since the first-order kernel 

must sum to zero at each time, the blank response must therefore be the 

negative of this nonspecific grating response. 

 To assess the level of general enhancement or suppression relative to this 

blank response, we performed an analysis of our data analogous to that done by 

Ringach et al. (2003; refer to Figure 3), in which we examined the temporal 

evolution of first-order kernel values across the population. Three values, each a 
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function of time t with units of spikes/second, were extracted from the dynamic 

orientation tuning curves: At was the peak-to-trough height, Rt
min was the blank-

to-trough distance (where Rt
min<0 indicates a response to an oriented token that 

was suppressed relative to the blank response), and Rt
orth was the blank-

subtracted response to the oriented token that was orthogonal to the preferred 

(where Rt
orth<0 indicates a response to the orthogonal token that was suppressed 

relative to the blank response). Similarly to Ringach et al. (2003) we found an 

early enhancement of responses to oriented gratings (about 10 ms before the 

peak response, tpeak), followed by a rapid suppression that was stronger at 

orientations less than 90 degrees from the preferred orientation (see Figure 9). 
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Figure 9. Population analysis of enhancement/suppression relative to the blank response 
shows an early enhancement of responses to oriented gratings (about 10 ms before the 
peak response, tpeak), followed by a rapid suppression that is stronger at orientations less 
than 90 degrees from the preferred orientation. At is the peak-to-trough height derived 
from a dynamic orientation tuning curve (see Figure 8), Rtmin is the blank-to-trough 
distance (where Rtmin<0 indicates a response to an oriented token that is suppressed 
relative to the blank response), and Rtorth is the blank-subtracted response to the oriented 
token that is orthogonal to the preferred (where Rtorth<0 indicates a response to the 
orthogonal token that is suppressed relative to the blank response). (At, Rtmin, and Rtorth are 
normalized by the maximum value for At. Error bars are +/- SEM.) 

 

 In order to include the mean firing rate in subsequent figures, the zeroth-

order kernel will be added back to all first-order kernel values, and their sum will 

be presented and referred to as the first-order responses (i.e., ]0[]1[
,, kk tgn + ). 
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Furthermore, the kernel values in response to the blank token will be removed to 

highlight the orientation-dependent dynamics. 

 In partial agreement with previous reports (Ringach et al., 1997a; Mazer et 

al., 2002), we only rarely (4/164 cat, 2/22 monkey) observed neurons with 

dynamic changes in orientation tuning, including inversions or inseparable shifts 

in orientation preference (Figure 10). In addition, we occasionally (14/164 cat, 

2/22 monkey) found “Mexican-hat” shaped orientation tuning curves (i.e., greater 

response reduction at orientations flanking the preferred orientation than for the 

orthogonal orientation). Such “Mexican-hat” shaped orientation tuning curves 

were apparent only for the neurons with large signal-to-noise (as in Figure 11), 

and therefore our report may underestimate the true number of neurons with 

“Mexican-hat” shaped dynamics. (For the criteria used to classify neuronal 

dynamics see METHODS.) 
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Figure 10. Dynamic changes in orientation tuning are infrequently observed, including 
inversions (top) and inseparable shifts in orientation preference (bottom). 
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Figure 11. Neurons occasionally exhibit “Mexican-hat” shaped orientation tuning profiles, 
where orientations flanking the preferred orientation are suppressed relative to the 
orthogonal orientation. 

 

 To determine whether the analysis with 20 ms time bins might have led to 

overlooking a rapid component of the dynamics, we reanalyzed all neurons in 5 

and 10 ms time steps. When analyzed in 5 ms steps, 6/186 neurons were 

classified as having dynamic changes in orientation tuning and 14/186 neurons 

were classified as “Mexican-hat” shaped; 3/6 and 7/14 maintained their 

classification, as compared with the analysis using 20 ms bins. When analyzed in 

10 ms steps, 7/186 neurons were classified as having dynamic changes in 

orientation tuning and 13/186 neurons were classified as “Mexican-hat” shaped; 

4/7 and 9/13 maintained their classification, as compared with the analysis using 

20 ms bins. Furthermore, when analyzed in 5 or 10 ms steps the peak orientation 

changed in only 27/186 or 21/186 neurons, respectively. However, the additional 

temporal resolution did contribute to significantly reduced estimates of the 

average peak response delay (53 ms) when analyzed in 5 ms steps (48 ms; 

p<0.01) or 10 ms steps (51 ms; p=0.01). Since these changes were relatively 

small we felt justified to continue our analyses using 20 ms steps only. 
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 In order to systematically examine the strength of first-order responses, 

we created a measure of the signal-to-noise in a collection of first-order kernels 

(see Chapter 2). For first-order kernels in the CRF, this measure (P1
CRF) does a 

good job at separating neurons with well-resolved orientation tuning profiles from 

neurons whose first-order kernels lack clear structure. About 68% of neurons in 

cats (111/164) and 59% of neurons in monkey (13/22) have values of P1
CRF>2.5, 

and conform qualitatively (by eye) to well-resolved orientation tuning profiles (this 

cutoff approximately corresponds to p<0.01 according to the t-distribution). In 

addition, P1
CRF shows no correlation with amount of NCRF suppression (see 

Figure 12A), as quantified by the suppression index SI, in cats (r=−0.15, p=0.06), 

monkeys (r=0.03, p=0.91), or when pooled (r=−0.14, p=0.07). This demonstrates 

that the strength of first-order responses in the CRF, across the population, are 

independent of the strength of NCRF suppression. However, P1
CRF does shows a 

slight but significant negative correlation with the degree of simple- or complex-

like behavior (Figure 12B), as determined by the F1/F0 ratio, in cats (r=−0.25, 

p<0.01), or when pooled between cats and monkeys (r=−0.25, p<0.01), but not in 

monkeys alone (r=−0.30, p=0.17). (The lack of significance in our monkey data is 

likely a Type II error, due to insufficient data points, rather than a true difference 

between cats and monkeys.) This correlation shows that complex cells were 

somewhat more likely, in our population, to have greater signal-to-noise in the 

CRF. Since first-order kernels are estimated by averaging across the four spatial 

phases presented at each orientation, non-optimal phases may have contributed 

to reduced signal-to-noise in simple cells. Nevertheless, the lack of a strong 

correlation indicates that simple cells also provide a strong phase-independent 

signal. 
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Figure 12. The global signal-to-noise in first-order kernels in the CRF (P1
CRF) is not 

correlated with the suppression index (SI) (left), and only slightly but significantly 
negatively correlated with F1/F0 (right). 

 

 The measure P1
NCRF also helps to identify those mis-centered neurons in 

which a significant first-order kernel is observed in the NCRF. About 11% of 

neurons in cats (18/164) and 9% of neurons in monkeys (2/22) have values 

P1
NCRF>2.0 (this cutoff approximately corresponds to p<0.05 according to the t-

distribution). It is possible that these neurons actually were properly lined up, and 

that this response reflects a sub-threshold additive input from the NCRF. At 

worst, excluding these cells from analysis has the effect of overlooking a real 

additive contribution from the NCRF in a small population of cells. However, even 

this is unlikely, since the cells that did not show first-order response modulation 

in the NCRF had a similar suppression index (SI) as those that did. Therefore, we 

will take P1
NCRF to be a measure of inadvertent stimulation of the CRF by the 

stimulus component targeted at the NCRF. 

 A direct comparison between P1
CRF and P1

NCRF provides a good method for 

simultaneously determining which neurons were strong responders and whether 

the stimulus was appropriately aligned (see Figure 13). Those neurons with 

P1
CRF>2.5 and P1

NCRF<2.0 in cats (N=96, about 59%) and monkeys (N=11, about 

50%) show qualitatively good responses in the CRF but lack significant response 

structure in the NCRF, and are the focus of subsequent analyses (referred to as 

the “top responders”). In these 107 neurons, the peak in the orientation tuning 
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profile generally occurred in response to the grating token at (79/107) or nearest 

to (25/107) the orientation preference determined with drifting gratings (see 

Figure 14A), with an average peak response delay of 52 ms (see Figure 14B). 

Furthermore, 46/96 neurons in cats and 8/11 neurons in monkeys showed values 

for the suppression index SI greater than 50% (population mean and median 

were both 0.51), implying that NCRF influences in these neurons, at least, could 

not be additive. 
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Figure 13. The distribution of signal-to-noise in first-order kernels in the CRF (P1
CRF) versus 

NCRF (P1
NCRF) is used to identify neurons with clear orientation tuning profiles in the CRF 

that also lack significant structure in the NCRF (the top responders). 
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Figure 14. The distribution of the relative preferred orientation (left) in first-order kernels in 
the CRF corresponds closely to the orientation preference obtained on-line with drifting 
gratings, and the distribution of the peak response delay (right) in first-order kernels in the 
CRF exhibits an average tightly centered around 52 ms. 

 

 In a subset of the top responding cat neurons (19/96), we presented the 

same stimulus but reduced the contrast of grating tokens presented in the CRF 

to 25%. This was done to test the hypothesis that the size of the CRF is 

dependent upon the stimulus contrast. If, as has been shown (Kapadia et al., 

1999; Sceniak et al., 1999), V1 neurons integrate low contrast stimuli over a 

larger receptive field area than for high contrast stimuli, we expect that first-order 

kernels in the NCRF would show greater responses to the low contrast m-

sequence experiment; this was true in several neurons (see Figure 15). 

However, the mean P1
NCRF across these 19 cells for the low contrast stimulus was 

not significantly different than that for the high contrast stimulus (p=0.09). The 

primary effect of the low contrast stimulus was to significantly reduce the 

responses in the CRF (P1
CRF), by an average of about 2.3 times, compared to that 

for the high contrast stimulus (p<0.01) in all cases (see Figure 15). Interestingly, 

the increased NCRF responses seen in many neurons to the low contrast 

stimulus indicates the presence of an additive NCRF influence that can be turned 

off, or gated, by high CRF contrast. 
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Figure 15. Low contrast m-sequence stimulus significantly reduces the global signal-to-
noise in first-order kernels in the CRF (P1

CRF) across the population, and increases global 
signal-to-noise in first-order kernels in the NCRF (P1

NCRF) in several neurons. 

 

 Finally, in a different subset of the top responding neurons in cat (N=19) 

and monkey (N=9), we presented the m-sequence stimulus in a single full-field 

circular patch covering both the CRF and NRCF. This was done for comparison 

to earlier studies (Ringach et al., 1997a), which explored the dynamics of 

orientation tuning in macaque V1 neurons using a similar stimulus (see Chapter 

1). Figure 16 shows that there is no significant difference in the average strength 

of first-order responses (P1
CRF) to the full-field stimulus as compared to the multi-

region stimulus in cats (p=0.28) or monkeys (p=0.08), although across the 

population there is a borderline significant difference of about 20% greater 

response to the full-field stimulus (p=0.05). This increased response to the full-

field stimulus may be the result of stimulating parts of the excitatory receptive 

field that are not covered by the multi-region stimulus—the 0.5–1.0 degree ring 

left blank between the CRF and NCRF (see Chapter 2)—or could suggest an 

overall additive contribution from the NCRF across the population. The fraction of 

neurons exhibiting dynamic changes in orientation tuning (1/28) or “Mexican-hat” 

shaped profiles (6/28) was not noticeably affected. And while not many neurons 

demonstrated changes in the peak response delay (1/28), 25% showed changes 

in the peak orientation (7/28). 
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Figure 16. The population averaged signal-to-noise in first-order kernels in the CRF (P1
CRF) 

for an m-sequence with a single full-field circular patch is about 20% greater than for an m-
sequence stimulus with multiple CRF-NCRF regions, but not significant in cats or 
monkeys alone. 

 

Nonlinear Dynamics 
 While it might be expected that the often characterized spatial 

nonlinearities between the CRF and NCRF would dominate these results, the 

global signal-to-noise in second-order kernels between the CRF and NCRF 

(P2
NCRF) is smaller than that within the CRF alone (P2

CRF), as demonstrated in 

Figure 17. (Here, we report results only for the 107 top responding neurons 

classified above. A less detailed analysis of the complete data set does not 

uncover additional striking nonlinearities in neurons whose first-order responses 

were weak, or poorly lined up. Moreover, the nature and interpretation of those 

responses would be affected by the possibility of a faulty stimulus alignment.) 

The average P2
CRF is about 49% larger than P2

NCRF in cats (p<0.01), 20% larger in 

monkeys (p=0.11), and more than 47% larger overall (p<0.01). The dynamics 

between the CRF and NCRF are relatively less compelling than those within the 

CRF alone, and will be addressed first. 
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Figure 17. Signal-to-noise in second-order kernels between the CRF and NCRF (P2
NCRF) is 

smaller than that within the CRF alone (P2
CRF). 

 

Interactions between the CRF and NCRF 

 Dynamic spatiotemporal nonlinearities between the CRF and NCRF can 

be characterized in a similar fashion to the linear dynamics. In a manner 

analogous to the process for first-order kernels, we defined a global measure of 

the signal-to-noise in a collection of second-order kernels between the CRF and 

NCRF (P2
NCRF), which can be used to gauge the relative strength of these 

second-order responses (see Chapter 2). While it might be expected that this 

measure P2
NCRF would correlate with the amount of NCRF suppression, as 

quantified by the suppression index (SI), this was not found to be the case. There 

is no significant correlation between P2
NCRF and the SI in either cats (r=−0.05, 

p=0.63), monkeys (r=0.20, p=0.55), or when pooled (r=−0.03, p=0.74), as can be 

seen in Figure 18A. Furthermore, there is no significant correlation between 

P2
NCRF and the degree of simple- or complex-like behavior (see Figure 18B), as 

characterized by the F1/F0 ratio (see Chapter 2), in either cats (r=0.06, p=0.53), or 

when pooled between cats and monkeys (r=0.16, p=0.09), yet there is a 

significant correlation for monkeys alone (r=0.87, p<0.01). 
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Figure 18. Distribution of signal-to-noise in second-order kernels between the CRF and 
NCRF (P2

NCRF) versus the suppression index (SI) (left), and distribution of P2
NCRF versus 

F1/F0 (right) are both not significantly correlated. 

 

 The signal-to-noise in second-order kernels between the CRF and NCRF 

across the population is noticeably smaller than for the analogous measure of 

first-order responses. We find that for all neurons in both cats and monkeys, the 

global signal-to-noise in second-order kernels P2
NCRF is significantly smaller 

(p<0.01), by almost 3.1 times on average, than P1
CRF. Although there is a bias for 

this result due to the larger expected error σ[2]
global in second-order kernel 

estimates (see Chapter 2), σ[2]
global is only 1.9 times larger on average than 

σ[1]
global (p<0.01), and is strongly correlated in all neurons (r=0.90, p<0.01). To 

highlight this fact, we compare the distributions of the signal-to-noise in first-order 

kernels in the CRF (P1
CRF) and P2

NCRF (see Figure 19), and show that only 31% of 

neurons in cat (30/96) and 18% of neurons in monkey (2/11) have P2
NCRF>2.0 

(this cutoff approximately corresponds to p<0.05 according to the t-distribution). 

This indicates that the influence of nonlinearities between the CRF and NCRF is 

much weaker than the linear component of influences from within the CRF. 
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Figure 19. Distribution of signal-to-noise in first-order kernels in the CRF (P1
CRF) versus 

second-order kernels between the CRF and NCRF (P2
NCRF) allow segregation of neurons 

with strong first- and second-order responses. 

 

 These 32 neurons identified by P2
NCRF>2.0 correspond closely to those 

judged (by eye) as having adequate signal-to-noise in their second-order kernels 

between the CRF and NCRF. In Figure 20 is shown the second-order kernel 

between the CRF at a 60 ms post-stimulus delay and one of eight NCRF regions 

at a 120 ms delay, for an example neuron; the corresponding first-order kernels 

for this neuron are shown in Figure 11. Error bars at the kernel value average 

plus or minus the global error (σ[2]
global) are added for significant kernel values 

(i.e., those whose t-statistic is greater or less than zero with p<0.05), and the first-

order orientation preference is highlighted by a black dashed line. Even though 

this is the neuron and kernel with the largest P2
NCRF=4.3, an immediate 

interpretation of the structure in this second-order kernel is difficult. (However, 

the nonlinear activity at orientations flanking the preferred and orthogonal 

gratings in the CRF hints at a special sensitivity to curved lines.) 
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Figure 20. Example second-order kernel between the CRF and NCRF shows significant 
(but not easily interpretable) structure. 

 

 To aid this interpretation, we introduce an alternate presentation of the 

kernel, in which an overhead view is used (see Figure 21). Here, dark blue or red 

dots correspond to significant kernel values, and indicate a suppressive or 

facilitative nonlinearity, respectively. Paler dots have the same sign but are not 

significant. The size of each dot is proportional to the magnitude of the kernel 

value (see scale bar), and the first-order orientation preference is accentuated by 

extra-thick black lines around corresponding dots. In addition, the interactions 

between oriented grating tokens and blank tokens are partitioned. With the 

pattern of nonlinearities now made clearer, one can see that in this neuron the 

location of significant kernel values is not consistent with previously documented 

NCRF influences, such as iso-oriented suppression and cross-oriented 

facilitation (see Chapter 1). Moreover, looking at kernels in adjacent time slices 

or neighboring regions, indicates that the apparent structure is not consistent or 
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meaningfully organized, both in this neuron alone and in other neurons 

(additional kernels not shown). 
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Figure 21. An alternate (statistical) presentation of the second-order kernel shown in the 
previous figure highlights the location of significant nonlinear interactions between the 
CRF and NCRF. 

 

 To further determine whether this apparent structure is meaningful, or 

perhaps just an artifact of the large number of kernel points available that 

reached significance by chance alone, several attempts were made to 

quantitatively uncover consistent or organized structure in second-order kernels 

between the CRF and NCRF. Principal components analysis (PCA) was 

performed on various collections of second-order kernels between the CRF and 

NCRF in individual neurons to see if the spatial eigenvectors might reveal 

unobvious structure. However, the variance explained by the first eigenvector 
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never accounted for more than 20% of the total variance (population mean of 

11%), nor did the first or subsequent eigenvectors exhibit meaningful qualitative 

features or any consistent patterns across neurons. PCA was also applied to 

collections of kernels pooled across neurons, after first realigning each kernel 

based on the peak orientation in its first-order kernel. Again, the first and 

subsequent eigenvectors each explained variance that was less than 20%, and 

were devoid of apparent structure. 

 We then focused on four specific token pairs in the second-order kernels 

between the CRF and NCRF: (1) The preferred, or peak, orientation found in 

first-order kernels in the CRF paired with the same orientation in the NCRF, (2) 

the preferred orientation in the CRF paired with the orthogonal orientation in the 

NCRF, (3) the orientation orthogonal to the preferred orientation found in first-

order kernels in the CRF paired with the preferred orientation in the NCRF, and 

(4) the orthogonal orientation in the CRF paired with the orthogonal orientation in 

the NCRF. We concentrated on these token pairs because reports on 

interactions between the CRF and NRCF tend to find the strongest nonlinearities 

for iso- and cross-oriented grating combinations (see Chapter 1). In each neuron, 

the geometric mean, across all kernels and regions, of token pairs 1-2 (P2
PPPO), 

and separately, 3-4 (P2
OPOO) were calculated and compared (see Figure 22). As 

can be seen from this figure, the signal-to-noise in token pairs 1-2 is slightly, but 

significantly, greater than in token pairs 3-4 in cats (p<0.01), or when pooled 

between cats and monkeys (p<0.01), but not in monkeys alone (p=0.21). The 

average across neurons is about 26% percent larger in cats, 9% larger in 

monkeys, and 24% larger when pooled. 

 Next, we looked at the temporal evolution of token pairs 1 and 2. Kernel 

values were reorganized so that a single image shows the time course of 

interactions between the CRF and NCRF at each token pair individually (see 

Figure 23). While the temporal evolution of these interactions appears to be 

somewhat systematic (e.g., predominantly facilitative interactions around 60 to 

80 ms for token pair 2, the preferred orientation in the CRF paired with the 

orthogonal orientation in the NCRF), the particular pattern seen in this neuron is 
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inconsistent with that in other neurons (as assessed by observation, and more 

formally by PCA across neurons). 
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Figure 22. Distribution between signal-to-noise in second-order kernels between the CRF 
and NCRF at preferred-preferred and preferred-orthogonal (P2

PPPO) token pairs, versus 
orthogonal-preferred and orthogonal-orthogonal (P2

OPOO) token pairs is slightly but 
significantly greater. 
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Figure 23. Temporal evolution of preferred-preferred (top) and preferred-orthogonal 
(bottom) token pairs in second-order kernels between the CRF and NCRF do not show 
meaningfully organized structure (same neuron as Figure 21). 
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 Therefore, we tentatively concluded that this stimulus—from here on 

referred to as the “standard stimulus”—fails to reveal systematic and consistent 

dynamic spatial receptive field nonlinearities between the CRF and NCRF. Our 

initial explanation was that this could be for one of two reasons: (A) the CRF was 

insensitive, over short time intervals, to rapid dynamic modulations from the 

NCRF, or more likely, (B) the integration time of the NCRF was slow compared 

with the stimulus modulation rate (50 Hz) and thus the NCRF was not affected by 

the stimulus. (This latter explanation is supported by the idea that the NCRF 

communicates contextual information to the CRF, as discussed in Chapter 1.) To 

address these two possibilities, we adapted the stimulus design in a subset of the 

neurons studied. The first adaptation, designed to address explanation A, fixed 

the token in the CRF to the preferred oriented grating (randomly modulated over 

four equally spaced spatial phases). This variety of the stimulus, called “center 

locked”, was presented to 45/96 neurons in cats and 11/11 neurons in monkeys. 

Our second adaptation, designed to address explanation B, fixed the token in the 

NCRF (one region only) to the preferred oriented grating (randomly modulated 

over four equally spaced spatial phases), and in alternate trials presented no 

stimulus (i.e., mean luminance) in the NCRF. This variety of the stimulus, called 

“surround locked”, was presented to 47/96 neurons in cats and 11/11 neurons in 

monkeys. For center (surround) locked experiments, only first-order kernels in 

the NCRF (CRF) can be estimated, as tokens in the surround (center) are fixed. 

However, by comparing first-order kernels in the CRF from surround locked 

experiments with those from standard stimulus experiments, we can determine 

whether dynamic spatial nonlinearities between the CRF and NCRF emerge 

when the NCRF is static. Similarly, by comparing first-order kernels in the NCRF 

from center locked experiments with second-order kernels between the CRF and 

NCRF in response to the standard stimulus, we can determine whether such 

nonlinearities emerge when the CRF is static. 

 In the 56 neurons analyzed in center locked experiments, we looked at the 

global signal-to-noise in first-order kernels of the NCRF (P1
NCRF), as we did 

above. Any modulation present in these kernels, however, corresponds to a 
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nonlinear effect of the NCRF on the CRF, which is relative to the response 

obtained when the preferred stimulus is in the CRF alone. Only 1/45 neurons in 

cats and 0/11 neurons in monkeys showed P1
NCRF>2.5—this cutoff was chosen by 

analogy to that used for P1
CRF in response to the standard stimulus, and 

approximately corresponds to p<0.01 according to the t-distribution—indicating 

significant levels of structure in the kernels. Kernels in this neuron were 

qualitatively (by eye) meaningful; the first-order responses are shown in Figure 

24. (Recall that this neuron was one of the top responders, so there was no 

response to the NCRF stimulus when the CRF was blank or dynamically 

stimulated.) What is suggested by this neurons is that, for oriented gratings in the 

NCRF at or near to the preferred orientation of the CRF, there is a response 

facilitation at a 40 and 60 ms post-stimulus delay (the peak response delay in the 

CRF was 40 ms), and a response suppression at longer delays (100 and 120 

ms). To use the terminology in the literature on CRF-NCRF interactions, this 

corresponds to early iso-oriented facilitation followed by later iso-oriented 

suppression. However, the fact that this response profile is observed in only 1 

neuron indicates that explanation A (above) cannot explain the general lack of 

NCRF nonlinearities in the neuronal responses to our standard stimulus. 
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Figure 24. Response kernels in the NCRF in center locked experiments indicate in one 
neuron the presence of iso-oriented facilitation at 40-60 ms followed by iso-oriented 
suppression at 100-120 ms. 

 

 For surround locked experiments (58/107 neurons), we compared the 

global signal-to-noise in first-order kernels in the CRF (P1
CRF) during interleaved 

trials in which the preferred oriented grating was presented in the NCRF 

(surround locked “ON”) to trials in which no stimulus was presented in the NCRF 

(surround locked “OFF”). Between surround locked ON and OFF trials, the 

preferred orientation shifted in only 4/58 neurons, and the peak response delay 

changed in only 2/58 neurons. In addition, we examined the kernel shapes to 

determine whether the NCRF had an influence on kernel structure in the CRF. 

No neurons were classified as having dynamic changes in orientation preference 

in either surround ON or OFF trials. For surround ON trials, 4/47 neurons in cats 

and 3/11 neurons in monkeys where characterized as “Mexican-hat” shaped, 

while in surround OFF trials 1/47 neurons in cats and 2/11 neurons in monkeys 

had that shape; 3/47 neurons in cats and 1/11 neurons in monkeys changed 

classification. This suggests, albeit not convincingly, that the NCRF might play a 

role in the inhibitory modulation proposed to be involved in the genesis of 

“Mexican-hat” shaped orientation tuning. 
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 Across neurons, P1
CRF in surround locked OFF trials averaged only 5% 

greater than in surround locked ON trials (p=0.02), and both measures were 

strongly correlated (r=0.97, p<0.01), as can be seen in Figure 25. More 

importantly, the cutoff for significant structure, P1
CRF>2.5—chosen by analogy to 

that used for P1
CRF in response to the standard stimulus, and which approximately 

corresponds to p<0.01 according to the t-distribution—results in only 7/58 

neurons whose P1
CRF is significant in ON but not OFF trials or vice versa. In 5/7 of 

these neurons, the effect of the NCRF in surround lock ON experiments appears 

to be broadly suppressive (i.e., P1
CRF is significant in OFF but not ON trials), as 

seen in Figure 26. In 2/7 neurons P1
CRF is significant in ON but not OFF trials, 

suggestive of a facilitory NCRF influence. The absence of major differences in 

the structure and signal-to-noise in first-order kernels in the CRF between 

surround lock ON and OFF trials, however, implies that explanation B (above) 

also cannot explain the lack of structured NCRF nonlinearities in the neuronal 

responses to our standard stimulus. 
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Figure 25. Distribution of global signal-to-noise in first-order kernels in the CRF (P1

CRF) 
with surround lock ON versus OFF is 5% smaller, highly correlated, and results in only 
7/58 neurons whose P1

CRF is significant in ON but not OFF trials or vice versa. 
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Figure 26. In 5/58 neurons, the effect of the NCRF in surround lock ON trials (left), as 
compared to surround lock OFF trials (right), is broadly suppressive on the first-order 
responses in the CRF, as shown in this example neuron. 

 

 Finally, to assess whether we could observe any orientation dependent 

nonlinearities between the CRF and NCRF, we presented a subset of neurons in 

cats (45/96) and monkeys (11/11) with an alternate version of the stimulus 

designed to replicate the type of stimulus used by other laboratories to study 

CRF-NCRF interactions (see CHAPTER 1). In this version of the stimulus, called 

“slow m-sequence”, we used 3000 ms frames, and drifting gratings in the CRF 

region and in a surrounding annulus in the NCRF. As with similar experiments in 

the literature, these slow m-sequence experiments ignore neuronal dynamics. 

Here, we focus solely on linear and nonlinear interactions within and between the 

CRF and NCRF. (Because of our choice of 10 oriented gratings and 1 blank 

token, the gratings most nearly orthogonal to the preferred and anti-preferred 

orientation occur at 72, 108, 252, and 288 degrees.) In the analysis, we 

estimated kernels at a 0 ms post-stimulus time delay, and used only the central 

80% of the time window, to prevent transient bursts of activity at stimulus 

transitions from biasing the results. First-order responses in the CRF from these 

experiments are analogous to traditional orientation tuning curves (i.e., the mean 
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firing rate in response to several equally spaced oriented gratings between 0 and 

360 degrees is presented), and typically demonstrate very clean structure (see 

Figure 27A), from which measures such as bandwidth, or directional selectivity 

could be reliably obtained. Of note, is that first-order responses in the NCRF (see 

Figure 27B), which are averaged over the presentation of all tokens in the CRF, 

indeed are equal to the mean firing rate (though not quite so precisely in all 

neurons). (For comparison, the first-order kernels for this neuron in response to 

the standard stimulus are shown in Figure 8.) 
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Figure 27. First-order responses in the CRF and NCRF to the slow m-sequence experiment 
(3000 ms frames analogous to traditional orientation tuning curves) show clear orientation 
tuned responses in the CRF (left) but not in the NCRF (right). 

 

 The only second-order kernel between the CRF and NCRF of interest in 

slow m-sequence experiments is that computed for post-stimulus time delays of 

0 ms in both regions. (Note that the blank-blank token pair does not occur in this 

stimulus.) As can be seen in Figure 28, there is significant modulation by the 

NCRF on neuronal responses in an orientation specific manner, which is typical 

of the population. Specifically, there is strong suppression when the preferred 

oriented grating is both in the CRF and NCRF (iso-oriented suppression), which 
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appears to be directionally insensitive (i.e., there is suppression also when the 

anti-preferred oriented grating is in the NCRF). In addition, there seems to be a 

suggestion of facilitation when the preferred oriented grating is in the CRF and an 

(approximately) orthogonal grating is in the NCRF (cross-oriented facilitation). As 

before, we can look at how strong first- and second-order responses are across 

the population by comparing the values for P1
CRF and P2

NCRF in slow m-sequence 

experiments (see Figure 29). Here, almost half of the neurons have good signal-

to-noise in both first- and second-order kernels. For 22/45 neurons in cat and 

3/11 neurons in monkey P1
CRF>2.5 and P2

NCRF>2.0 (these cutoffs approximately 

correspond to p<0.02 and p<0.05 according to the t-distribution, respectively). 

While there is a slight but significant correlation between the strength of these 

nonlinear NCRF influences (P2
NCRF) in slow m-sequence experiments and the 

degree of surround-suppression, as quantified by the SI (see Chapter 2), in cats 

(r=0.31, p=0.04), no correlation is found in monkeys (r=−0.21, p=0.53), or when 

pooled across cats and monkeys (r=0.25, p=0.07). Nor is there any correlation 

between P2
NCRF in slow m-sequence experiments and the degree of simple- or 

complex-like behavior, as determined by the F1/F0 ratio (see Chapter 2), in cats 

(r=0.24, p=0.11) or monkeys (r=−0.36, p=0.27), or when pooled (r=0.16, p=0.24). 
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Figure 28. Second-order kernel between the CRF and NCRF in response to the slow m-
sequence experiment demonstrates iso-oriented suppression (for preferred and anti-
prefferred gratings) and suggests cross-oriented facilitation. 
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Figure 29. Comparison between the signal-to-noise in first-order kernels in the CRF (P1

CRF) 
and second-order kernels between the CRF and NCRF (P2

NCRF) in slow m-sequence 
experiments permits segregation of neurons with strong linear and nonlinear responses. 
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 We then quantified the iso- and cross-oriented effects in response to the 

slow m-sequence experiments for all 56 neurons, by taking the arithmetic mean 

of the t-statistic across iso- (Q2
PP) or cross-oriented (Q2

PO) kernel values—where 

iso-oriented gratings include the preferred and anti-preferred gratings, and cross-

oriented gratings include the four oriented gratings closest to 90 and 270 degrees 

from the preferred grating, namely 72, 108, 252, and 288 degrees. (The 

arithmetic mean, rather than the geometric mean as shown previously, was used 

in this analysis in order to quantify not only the strength of the nonlinear 

responses, but also their sign.) What can be seen in Figure 30, is that the 

standard picture of CRF-NCRF interactions—namely that there is iso-oriented 

suppression and cross-oriented facilitation—is the case in 34/45 neurons in cat 

and 6/11 neurons in monkey. While these results may not seem surprising, one 

must keep in mind that we are looking only at the second-order part of the 

neuronal response, and that we did not see this phenomenon when either the 

CRF or the NCRF (or both) were modulated rapidly. 
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Figure 30. Distribution in nonlinear interactions between the CRF and NCRF in response to 
slow m-sequence experiments at preferred-preferred token pairs (Q2

PP), versus preferred-
orthogonal token pairs (Q2

PO) predominantly supports iso-oriented suppression and cross-
oriented facilitation, but is still relatively heterogeneous. 

 

 We emphasize that most reports in the literature blur the distinction 

between the linear and nonlinear aspects of the neuronal response (see 

CHAPTER 1). Typical measures used to analyze the responses to drifting 

gratings, such as the Fourier coefficients F0 (mean firing rate) and F1 (firing rate 
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modulation at the stimulus frequency), are influenced by both the linear and 

nonlinear aspects of the neuronal response in a cascade linear-nonlinear system 

(see Chapter 2). Thus, if we examine the average responses across repeats of 

iso- and cross-oriented stimuli (i.e., the sum of zeroth-, first-, and higher-order 

kernel values) and compare these to averages across repeats of the preferred 

oriented grating presented alone in either the CRF (patch) or NCRF (annulus), 

and a full-field blank stimulus, we mix the linear and nonlinear responses. Strong 

NCRF effects are apparent in this type of presentation in many neurons (for 

examples see Figure 31), which typically include iso-oriented suppression and/or 

cross-oriented facilitation in various combinations across our population. 
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Figure 31. Responses to pairs of tokens in slow m-sequence experiments presented in the 
traditional manner (averaged firing rate) show strong iso-oriented suppression (left) and 
(occasionally) cross-oriented facilitation (right). 

 

 However, the heterogeneity in nonlinear responses to the slow m-

sequence experiments, as well as in response to the standard stimulus, suggests 

that nonlinear interactions between the CRF and NCRF are more complicated 

than previously documented. For example, the neuron in Figure 32 is 

directionally insensitive in the CRF, yet stimuli in the NCRF have opposite effects 

when combined with the preferred or anti-preferred oriented grating in the CRF, 

such that this neuron appears to show sensitivity to gratings in the CRF and 

NCRF that drift in opposite directions. Furthermore, this neuron shows strong 

nonlinear suppression when the preferred or anti-preferred oriented grating is in 
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the CRF alone—the precise stimulus expected to elicit maximal firing. While in 

many ways this final stimulus conforms well with many reports in the literature 

(i.e., predominantly iso-oriented suppression and cross-oriented facilitation), this 

agreement requires that we ignore neuronal dynamics and/or blur the distinction 

between the linear and nonlinear aspects of the response. Furthermore, the 

overall heterogeneity in the spatiotemporal dynamics between the CRF and 

NCRF, as demonstrated herein, implies that the underlying mechanisms of both 

orientation selectivity and CRF-NCRF interactions are far more complicated and 

diverse than previously thought. 
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Figure 32. An example of the heterogeneity in second-order kernels between the CRF and 
NCRF in slow m-sequence experiments shows opposite effects from the NCRF when the 
preferred and anti-preferred oriented grating is in the CRF, despite this neuron’s 
directional insensitivity, and nonlinear suppression in response to what is expected to be 
the ideal stimulus (i.e., the preferred oriented grating in the CRF alone). 
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Interactions within the CRF 

 As suggested at the outset of the section on nonlinear dynamics, second-

order kernels between the CRF and itself at pairs of (unequal) time delays show 

clear and consistent structure both within neurons and across the population. 

The distribution of global signal-to-noise in second-order kernels in the CRF 

(P2
CRF), as shown in Figure 17, suggests that these nonlinearities are significantly 

more important than those between the CRF and NCRF. Nevertheless, 

nonlinearities in the CRF do not present a completely clear picture; there exists 

much heterogeneity across the population. 

 The cutoff in signal-to-noise of P2
CRF>2.0 is qualitatively (by eye) 

reasonable (and approximately corresponds to p<0.05 according to the t-

distribution), as a way to separate those neurons with significant response 

structure in the second-order kernels in the CRF from those without (see Figure 

33). This cutoff defines 58/96 neurons in cats and 4/11 neurons in monkeys as 

having strong second-order responses to the standard stimulus. The second-

order kernel of an example neuron at the [40,60] ms time delay pair (slice) is 

shown in Figure 34, in both standard and statistical views (the corresponding 

first-order responses are shown in Figure 11). From this example neuron one can 

see two striking nonlinearities: (1) strong facilitation for the preferred oriented 

grating followed by the preferred oriented grating (“preferred-preferred”), and (2) 

an asymmetry between facilitation for the blank token followed by the preferred 

oriented grating (“blank-preferred”) versus suppression for the preferred oriented 

grating followed by the blank token (“preferred-blank”). While this is one of the 

more prominent examples, the dynamic nonlinearities observed here are typical 

of one dominant pattern of nonlinear CRF interactions. A second dominant 

pattern is well-represented in Figure 35, namely suppression (rather than 

facilitation) for preferred-preferred, and also the asymmetry between facilitation 

for blank-preferred and suppression for preferred-blank. 
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Figure 33. Distribution between the signal-to-noise in first-order kernels in the CRF (P1

CRF) 
and second-order kernels in the CRF (P2

CRF) shows that more than half of the neurons have 
strong nonlinear responses. 
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Figure 34. An example second-order kernel between the CRF and itself in both standard 
(top) and statistical (bottom) views show strong nonlinear interactions, namely facilitation 
for preferred-preferred and an asymmetry between facilitation for blank-preferred and 
suppression for preferred-blank. 
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Figure 35. Another example second-order kernel between the CRF and itself shows strong 
nonlinear interactions, somewhat different than those shown in Figure 34, namely 
suppression for preferred-preferred and an asymmetry between facilitation for blank-
preferred and suppression for preferred-blank. 

 

 The distribution of these nonlinearities across the 62 neurons with good 

signal-to-noise in their second-order kernels in the CRF was examined by 

comparing the t-statistic for the preferred-preferred grating combination to the 

difference between the blank-preferred minus the preferred-blank token 

combination. Neurons with dynamic nonlinearities similar to those in Figure 34 

are in the first quadrant in Figure 36, while neurons with dynamic nonlinearities 

similar to those in Figure 35 appear in the second quadrant. Although most 

neurons fall into the first two quadrants—both of which denote a relative 

imbalance (or asymmetry) between blank-preferred facilitation and preferred-

blank suppression—they show a continuum of responses from facilitative to 

suppressive nonlinearities for the preferred-preferred grating combination, rather 

than two distinct classes. Neurons that populate the other quadrants, while less 
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frequently observed, demonstrate additional heterogeneity present in the 

neuronal population. Furthermore, these nonlinearities are closely tied to the first-

order responses, by virtue of the fact that the peak response in second-order 

kernels generally occurs at time delays that closely track the peak in the 

response in first-order kernels. That is, if the peak response delay in first-order 

kernels was at 40 ms (31/68) or 60 ms (35/68), the peak in the second-order 

kernels usually occurred in the [40,60] ms (28/31) or [60,80] ms (22/35) time 

slice. 
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Figure 36. Distribution of second-order response in the CRF for preferred-preferred 
oriented grating combination versus the difference between the blank-preferred and 
preferred-blank token combination predominantly shows two types of responses—
described in the previous two figures—though these responses are quite heterogeneous 
across the population. 

 

 However, the dynamics of these nonlinearities, while understandably more 

difficult to analyze than first-order dynamics, appear to be disproportionately 

more complex. Figure 37 shows two more second-order kernels in the CRF from 

the same neuron as in Figure 34, from neighboring time slices. Recalling that the 

first-order dynamics for this neuron were separable and “Mexican-hat” shaped, 

one sees a relatively simple transition from the [40,60] ms to [40,80] ms time 

slice, but unexpected changes from the [40,60] ms to [60,80] ms time slice, 

including an inversion from facilitation to suppression at the preferred-preferred 

grating combination and strong facilitative and suppressive modulations at other 
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preferred-non-preferred oriented grating pairs. Likewise, in Figure 38 we show 

the same two additional kernels ([40,60] and [60,80] ms) for the neuron in Figure 

35. This neurons shows a slight inversion in orientation preference in its first-

order kernels, yet the second-order preferred-preferred grating combination 

remains suppressive in both the [40,60] and [60,80] ms time slices, whereas the 

asymmetry between facilitation for blank-preferred and suppression for preferred-

blank changes sign in the [60,80] ms time slice. 
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Figure 37. Additional kernels for the neuron shown in Figure 34 in neighboring time slices 
demonstrate the complexity of second-order dynamics within the CRF. 
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Figure 38. Additional kernels for the neuron shown in Figure 35 in neighboring time slices 
demonstrate the complexity of second-order dynamics within the CRF. 
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 Nevertheless, PCA on collections of second-order kernels in the CRF in 

individual neurons, shows that the dominant structure in the first eigenvector—

which accounts for up to 78% of the variance in a collection of kernels 

(population average of 32%)—is similar to that seen in the peak response (see 

Figure 39). This is a direct result of the fact that nonlinearities are highly 

concentrated in the peak response as compared to neighboring kernels. This is 

seen more clearly by examining the temporal evolution of the second-order 

kernel values at the preferred-preferred, blank-preferred, and preferred-blank 

token pairs (see Figure 40). Thus, while nonlinearities in the CRF are relatively 

heterogeneous across neurons, individual neuronal responses are dominated by 

the strong nonlinearities at the preferred-preferred, blank-preferred, and 

preferred-blank token pairs. As shown by PCA, this pattern accounts for a 

substantial fraction of the variance in all second-order kernels in the CRF. 
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Figure 39. First spatial eigenvector from PCA of second-order kernels in the CRF for the 
neuron in Figure 34 (top) and Figure 35 (bottom) have structure similar to that found in the 
kernel with the peak nonlinear response. 
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Figure 40. Temporal evolution of the preferred-preferred grating pair (top), blank-preferred 
token pair (middle), and preferred-blank token pair (bottom) shows the relative simplicity 
of nonlinearities in the CRF 
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Static Nonlinearity Models 
 The observation of consistent and meaningful structure in second-order 

kernels in the CRF compelled the investigation of mechanistic explanations that 

might give rise to these nonlinearities. In particular, we asked whether the 

addition of static nonlinearities to linear models of the neuronal response could 

account for the measured second-order kernels in the CRF (for model details see 

Chapter 2). We chose static nonlinearities that were consistent with the 

nonlinearities found in V1 neurons (Albrecht and Geisler, 1991; Anzai et al., 

1999; Priebe et al., 2004), and that correspond to similar choices made 

elsewhere in the literature (Mechler and Ringach, 2002). These static 

nonlinearities included (see example in Figure 4): (1) half-wave rectification 

(referred to below as “threshold-linear”), (2) half-wave rectification followed by 

squaring (referred to below as “threshold-squared”), and (3) half-wave 

rectification followed by a square-root operation (referred to below as “threshold-

square-root”). 

 Models were created from empirical first-order responses in the 62 

neurons with P2
CRF>2.0 (see above). In all cases, the three models converged 

well to first-order responses. For neurons whose first-order responses gave rise 

to a model spike rate for which r(t)>0 for all t (see Chapter 2), the threshold-linear 

model is perfectly linear (since half-wave rectification does not change the spike 

rate), and the model first-order responses match the empirical first-order 

responses exactly (except for the Poisson variability in spike counts). This was 

the case in 12/62 neurons. Nevertheless, even in neurons for which the input 

spike rate dipped below zero, the threshold-linear model typically produces first-

order responses equal to (within error) the empirical first-order responses (see 

Figure 41). (In the limit that the spike rate distribution is Gaussian, rectification 

will not change the shape of the first-order kernel.) Furthermore, the first-order 

responses in both threshold-square-root and threshold-squared models are also 

both usually close fits to the empirical data. In addition, notice that first-order 
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responses in the NCRF are unstructured, aside from slight variations that are 

within the statistical error limits. 
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Figure 41. First-order kernels from threshold-linear model of neurons (for this example the 
empirical kernels is shown in Figure 8) demonstrate generally good fits, especially when 
rectification does not alter the input spike rate, as shown for this example in Figure 4. 

 

 These assertions can be rigorously examined across the population by 

comparing the global signal-to-noise in first-order kernels in the CRF (P1
CRF; see 

Chapter 2 and results above) from empirical data to that from model data (see 

Figure 42). As was expected, there are strong correlations between the empirical 

data and both threshold-square-root models (r=0.99, p<0.01), threshold-linear 

(r=0.99, p<0.01), and threshold-squared (r=0.98, p<0.01). Here, P1
CRF for model 

kernels has been scaled by the ratio of the global error ]1[
globalσ  (see Chapter 2) 

calculated from the models over that obtained from the empirical data. The fact 

that the ratio of ]1[
globalσ  obtained from models over ]1[

globalσ  obtained from empirical 

data is less than one (0.68 on average) indicates that spike rate variability in V1 

neurons is approximately two-fold greater than expected by Poisson statistics 

(p<0.01), as is well known (Softky and Koch, 1993; Victor and Purpura, 1998). 

While the population means of P1
CRF are not significantly different between the 
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empirical data and the threshold-linear model (p=0.85), the average P1
CRF is about 

6% smaller in threshold-square-root models (p<0.01) and 5% larger in threshold-

squared models (p<0.01). Furthermore, the time course and shape of first-order 

kernels is largely retained by model first-order kernels. Only 4/62 neurons gave 

rise to models in which the peak response delay was different than was 

empirically observed, and in all cases this was the result of two discrete time 

slices having statistically identical responses; the average peak response delay 

(52 ms) was statistically identical in all models (p=0.57). Likewise, the preferred 

oriented grating in models was different than observed empirically in only 8/62 

neurons, due to two discrete oriented gratings having statistically identical 

responses. Finally, as can been seen in Figure 43, even inseparable dynamics 

are retained in the static nonlinearity models. Thus, the linear dynamics are well 

fit by an LNP model, and, not surprisingly, the shape of the first-order kernel is 

relatively independent of the nonlinearity, as expected in the Wiener-like limit. 
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Figure 42. Distribution of global signal-to-noise in first-order kernels in the CRF (P1

CRF) 
obtained from empirical measurements versus that obtained from three static nonlinearity 
models shows a close correspondence, indicating good model fits to first-order 
responses. 
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Figure 43. Inseparable dynamics observed empirically in neurons are retained by static 
nonlinearity models. 

 

 We next compare the global signal-to-noise in second-order kernels in the 

CRF (P2
CRF), obtained both from the empirical data and the three static 

nonlinearity models. We found that P2
CRF was smaller in all neurons for the 

threshold-linear model and all but one neuron for the threshold-square-root and 

threshold-squared models (see Figure 44). The population average P2
CRF was 

48% smaller in threshold-square-root models (p<0.01), 60% smaller in threshold-

linear models (p<0.01), and 47% smaller in threshold-squared models (p<0.01). 

This shows that the magnitude of the nonlinearities observed in V1 neurons is 

much larger than expected from simple static nonlinearity models. In addition, 

there is no correlation between the empirically calculated P2
CRF and that obtained 

from threshold-linear models (r=0.16, p=0.22), and only moderate correlations 

with threshold-square-root (r=0.61, p<0.01) and threshold-squared models 

(r=0.66, p<0.01). This suggests that the strength of nonlinearities in V1 neurons is 

not well predicted by any of these models. As we did above for empirical second-

order kernels in the CRF, we can use the cutoff of P2
CRF>2.0 (which approximately 

corresponds to p<0.05 according to the t-distribution) to distinguish between 

models with significant structure in their second-order kernels from those without. 
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This cutoff shows that there is significant structure in only 18/62 threshold-

square-root models, 1/62 threshold-linear model, and 22/62 threshold-squared 

models (only 24/62 neurons). Recall that these 62 neurons from which the 

models were constructed all have P2
CRF>2.0. This implies that these types of 

static nonlinearities in V1 could only account for about two-fifths of the observed 

nonlinear dynamics within the CRF across the population. 
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Figure 44. Distribution of global signal-to-noise in second-order kernels in the CRF (P2

CRF) 
shows that in all but one neuron static nonlinearity models do not create as powerful 
nonlinear dynamics as empirically observed. 

 

 Finally, it is worthwhile to qualitatively examine the structure in the 

second-order kernels in the CRF in models with significant signal-to-noise, to 

know whether the types of dynamic interactions observed empirically (and not 

just their magnitude) can be explained by simple static nonlinearities. In Figure 

45, we show the second-order kernels for the three models from the neuron 

whose empirical data is shown in Figure 34. Here, the scale bars are set to 

match that given for the empirical data. Immediately we see that, as described 

above, the magnitude of the nonlinearities are much smaller in all three models 

than in the empirical data. None of the kernel values reach significance in the 
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threshold-linear model. However, the threshold-squared model kernel appears to 

be a good match to the structure found in the empirical kernel, including 

preferred-preferred facilitation and the asymmetry between blank-preferred 

facilitation and preferred-blank suppression. Similarly, the threshold-square-root 

model kernel looks like an inversion of the same structure, although the 

asymmetry is not significant. These results fit precisely with the expected 

nonlinear actions in both models, namely for an accelerating (saturating) 

nonlinearity successive presentation of the preferred grating will produce a 

response which is above (below) that expected by the linear superposition of the 

responses to a single presentation of the preferred grating. Likewise, the 

asymmetry arises as a result of the imbalance between the first-order blank 

responses at the two post-stimulus time delays (see example in Figure 8). 

(Because this blank imbalance is not present in all neurons, the asymmetry will 

be less well represented by threshold-squared models of other neurons.) 
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Figure 45. Second-order kernels in static nonlinear models for this neuron (see Figure 34) 
show qualitatively similar dynamics only in threshold-squared models (bottom). However, 
the magnitude of the nonlinearities is much smaller (scale bar maxima indicate empirical 
data magnitude). 
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 However, recall that the asymmetry between blank-preferred facilitation 

and preferred-blank suppression is found regardless of whether the preferred-

preferred response is facilitative or suppressive (see above). Therefore, for those 

neurons with a suppressive preferred-preferred nonlinearity, the threshold-

square-root model will accurately predict the direction (though not the magnitude) 

of the preferred-preferred response, while the threshold-squared model will not. 

However, the effect of the saturating nonlinearity (i.e., the square-root operation) 

will push the asymmetry between blank-preferred facilitation and preferred-blank 

suppression in the opposite direction from what is observed (see Figure 46). As 

was shown in Figure 36 for the empirical data, we plot the distribution of the 

value of the t-statistic at the preferred-preferred kernel value against the 

difference between the t-statistics at the blank-preferred minus the preferred-

blank kernel values for each of the three models. In empirical data, we observed 

an overall tendency for data points to lie in the first two quadrants—indicating 

preferred-preferred facilitation or suppression, and an asymmetry between blank-

preferred facilitation and preferred-blank suppression. For model data, most 

points are not significant (a t-statistic whose magnitude is less than 2.0 

approximately corresponds to p>0.05), and the tendency seen in empirical data is 

not borne out by the models as a whole (see Figure 47). Threshold-square-root 

models show points significantly less than x=0 but normally distributed around 

y=0 (x-axis p<0.01; y-axis p=0.40), threshold-linear models show points normally 

distributed around zero on both axes (x-axis p=0.42; y-axis p=0.94), and 

threshold-squared models show points significantly greater than zero on both 

axes (x-axis p<0.01; y-axis p<0.01). 
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Figure 46. Second-order kernels in static nonlinear models for this neuron (see Figure 35) 
do not show qualitatively similar dynamics in any model, nor is the magnitude of the 
nonlinearities as large (scale bar maxima indicate empirical data magnitude). 
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Figure 47. Distribution in second-order model kernels of the t-statistic for the preferred-
preferred grating pair (abscissa) versus the difference between the t-statistics for the 
blank-preferred minus preferred-blank token pairs (ordinate) shows mostly preferred-
preferred facilitation and an asymmetry between blank-preferred facilitation and preferred-
blank suppression in threshold-squared models, and preferred-preferred suppression in 
threshold-square-root models, but does not replicate the empirically observed population 
distribution (see Figure 36). 

 

 To make this comparison between empirical and model kernels 

quantitative, we use a measure of the dissimilarity in a collection of second-order 

kernels (see METHODS): the Euclidean distance between empirical and model 

kernels normalized by the standard error of the mean in empirical kernels. This 

measure provides a way to compare how well model kernels reproduce the 

structure observed in empirical kernels across the population. From Figure 48 it 

is clear that, based on this measure, threshold-square-root models E2(0.5), 

threshold-linear models E2(1), and threshold-squared models E2(2) all reproduce 

second-order kernels quite poorly. However, E2(0.5) is significantly (albeit slightly) 

larger than both E2(1) (p<0.01) and E2(2) (p<0.01). By contrast, the constrained fits 

to first-order kernels are relatively good, with threshold-linear models providing a 

significantly closer fit than either other model to the empirical first-order kernels 

(p<0.01). This suggests, as have the previous qualitative and quantitative 

assessments, that simple static nonlinearity models do not account for a large 

fraction of the nonlinearities observed empirically in V1 neurons. Therefore, to 

produce accurate models of V1 neurons one must take account of dynamic 

orientation-dependent nonlinearities, which are not merely a consequence of the 
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orientation tuning seen in the first-order kernels, and cannot be implemented by 

these simple static nonlinearities. 
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Figure 48. Normalized Euclidean distance between empirical and model kernels shows 
that fits to second-order kernels are very poor compared with the constrained fits to first-
order kernels (notice difference in axes scales). 
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CHAPTER 4: DYNAMICS OF SPATIAL 

FREQUENCY TUNING 
METHODS 
 For a general overview of the methods used in this and other results 

chapters, see Chapter 2 above. Except where noted, correlations reported in this 

text are computed by two-tailed Pearson correlation (r and p values are given), 

and two distributions are compared by two-tailed t-test (p value is given), paired 

or unpaired, as appropriate. Additional methods described below apply 

specifically to experiments on the dynamics of spatial frequency tuning. 

 Our stimulus ensemble contained gratings at six discrete spatial 

frequencies, which were chosen based on an on-line analysis (see Chapter 2) to 

span a range encompassing the spatial frequencies to which the neurons in a 

cluster were sensitive. The resulting frequency range was between 2.6 and 5 

octaves wide. To determine the preferred spatial frequency and bandwidth in 

each first-order kernel (there are 6 first-order kernels per neuron; see Chapter 2), 

we fit the log of the kernel values at the optimal (or peak) spatial frequency 

response and its two neighbors tnk ,v  with a parabola by a least-squares solution—

only kernels with a peak response significantly greater than zero (p<0.05) were fit 

(126/252 kernels): 

 

cbsask tntntn ++= ,
2
,, )log( vvv  

Equation 13. Parabolic fits to first-order kernels. 

 

where tns ,v  is the spatial frequency of the grating stimulus at time t for the three 

kernel values nv  (at and neighboring the peak spatial frequency grating). If the 

three points determined a parabola that opened upwards (i.e., a>0), the apex of 

the parabola was fixed to the peak kernel value, and one arm was constrained to 

bisect the line between the remaining two kernel values. In order to establish 

confidence limits on the fit, we used a parametric bootstrap procedure in which 
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each first-order kernel was refit 1000 times by adding Gaussian distributed noise 

with a mean of zero and standard deviation of ]1[
globalσ  (see Chapter 2) to tnk ,v . (For 

43/126 kernels, the Gaussian noise added in the bootstrap procedure resulted in 

a>0 in greater than 5% of the iterations, indicating a relatively low signal-to-noise 

in the kernel values.) The preferred spatial frequency in each kernel was then 

defined as the average value of the apex of the parabola, excepting those fits in 

which the apex of the parabola was less than zero or greater than twice the 

maximum spatial frequency present in the stimulus ensemble. This estimate for 

the preferred spatial frequency was rejected if its standard deviation was greater 

than the difference between the maximum and minimum spatial frequencies 

present in the stimulus ensemble, and was replaced with the (discrete) peak 

spatial frequency value. The bandwidth in each kernel was defined as the 

average number of octaves spanned by the parabola at 50% of the maximal 

response, excepting those fits in which the width of the parabola at half maximal 

response crossed the y-axis. This estimate for the bandwidth was rejected if its 

standard deviation was greater than the full bandwidth of the stimulus ensemble, 

and was not included in further analyses. 

 Previous research has shown that, for many V1 neurons, first-order 

responses to a rapid presentation of optimally oriented gratings at multiple spatial 

frequencies depend on time in an inseparable fashion (Bredfeldt and Ringach, 

2002; Frazor et al., 2004). In these neurons, spatial frequency tuning—as defined 

by the bandwidth at half-maximal response—becomes more selective over the 

course of the response, and the preferred spatial frequency shifts from low to 

higher frequencies. Therefore, we developed two criteria to classify neurons with 

these inseparable dynamics in spatial frequency tuning. We considered neurons 

to have dynamic changes in spatial frequency preference if there were two first-

order kernels in which the preferred spatial frequency estimates (1) differed by 

0.5 octaves or more, and (2) were significantly different from each other (p<0.05). 

Neurons were defined as having changes in spatial frequency selectivity 

(bandwidth) if there were two first-order kernels in which the bandwidth estimates 

were (1) different by more than half of the bandwidth of the more sharply tuned 
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kernel, and (2) significantly different from each other (p<0.05). These criteria 

roughly correspond to setting boundaries on the dynamic measures of the 

change in the preferred spatial frequency and the change in the spatial frequency 

selectivity used by others (Bredfeldt and Ringach, 2002; Frazor et al., 2004), but 

are calculated somewhat differently. 

 

RESULTS 
 The neurons analyzed in this chapter constitute a subset of the neurons 

analyzed in Chapter 3 (DYNAMICS OF ORIENTATION TUNING)—those 

neurons for which we varied the spatial frequency content of the stimulus—and 

include 43 individual neurons recorded from 8 sites in 4 cats. These analyses 

address only the linear and nonlinear spatiotemporal dynamics of spatial 

frequency tuning; general results can be found at the beginning of Chapter 3. 

 The 43 neurons were presented with several repeats (typically N=4) of an 

m-sequence stimulus comprised of 100% contrast stationary gratings at multiple 

spatial frequencies (optimal orientation and random phase), plus a blank token of 

mean luminance (see Chapter 2). There were significant responses (i.e., kernel 

values greater than zero with p<0.05) in 42/43 neurons. The preferred spatial 

frequency and bandwidth in these neurons was estimated by fitting the most 

responsive first-order kernel (see METHODS). These estimates are shown for all 

42 neurons in Figure 49. The distribution of the preferred spatial frequency 

appears to be somewhat lower, as expected, than that reported by others using a 

similar stimulus in macaque (Bredfeldt and Ringach, 2002). The bandwidth 

estimates show values similar to that obtained with drifting gratings. Most 

importantly, this figure demonstrates that the preferred spatial frequency and 

bandwidth of V1 neurons can be reliably obtained from m-sequence experiments 

in a large fraction of the population. 
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Figure 49. Preferred spatial frequency and bandwidth, as obtained from the most 
responsive first-order kernel in the CRF in response to spatial frequency m-sequence 
experiments shows a range of spatial frequencies and bandwidths comparable to what is 
obtained with drifting gratings. 

 

Linear Dynamics 
 As in Chapter 3, we examine the global signal-to-noise P1

CRF (see Chapter 

2) in first-order kernels in the CRF in response to the m-sequence stimulus. For 

values P1
CRF>2.5, we observed significant and meaningful structure in the first-

order kernels in the CRF (see Figure 50A). Comparable to the dynamics of 

orientation and spatial phase tuning, the average peak post-stimulus response 

delay in first-order kernels is 48 ms. Similarly to what was found for the first-order 

dynamics of orientation and spatial phase tuning, there is no significant 

correlation between P1
CRF and CRF size (r=−0.20, p=0.21), the suppression index 

SI (r=−0.10, p=0.55), or the F1/F0 ratio (r=−0.15, p=0.34). In contrast, spatial 

frequency response dynamics are not as simple and stereotyped (see below). 

Notably, first-order kernels in the NCRF generally do not show significant 

response structure (see Figure 50B). As before, we use the cutoffs P1
CRF>2.5 and 

P1
NCRF<2.0—which approximately correspond to p<0.01 and p>0.05 according to 

the t-distribution, respectively—to separate neurons with strong first-order 

responses in the CRF that also lack response structure in the NCRF (see Figure 

51); this includes two-thirds of the population (28/42). These 28 neurons, the “top 

responders”, will be the focus of subsequent analyses. 
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Figure 50. Example first-order kernels in response to an m-sequence stimulus that 
contains optimally oriented gratings at multiple spatial frequencies shows significant and 
meaningful structure in the CRF (left) but not in the NCRF (right). 

 

P1
CRF

P 1N
C

R
F

0 5 10 15
0

1

2

3

4

5

6

 
Figure 51. The distribution of global signal-to-noise in first-order kernels in the CRF (P1

CRF) 
versus the NCRF (P1

NCRF) in spatial frequency m-sequence experiments helps to separate 
neurons with a strong response in the CRF that also lack significant response structure in 
the NCRF. 

 

 Unlike the dynamics of orientation tuning (see Chapter 3), which are 

separable in most neurons (98% of the population), we more frequently find 

neurons with temporally inseparable dynamics of spatial frequency preference 

(for the classification criterion see METHODS), as can be seen in Figure 52. 
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Since this criterion depends on our ability to estimate the preferred spatial 

frequency in two or more kernels (see METHODS), the number of neurons 

defined as inseparable may be downwardly biased (28/28 neurons had estimates 

of the preferred spatial frequency in two kernels, but we could estimate the 

preferred spatial frequency in three or more kernels in only 16/28 neurons). That 

said, we observed inseparable dynamics of spatial frequency preference in 16/28 

neurons. In these neurons, as can be seen in Figure 52, there tends to be a shift 

in the preferred spatial frequency in time, from low to high frequency, which 

occasionally rebounds to a lower spatial frequency preference. This observation 

is largely in agreement with that made by other researchers who used a similar 

stimulus (Allen et al., 2004; Bredfeldt and Ringach, 2002; Frazor et al., 2004; but 

see Mazer et al., 2002), and suggests that such V1 neurons could play a role in 

making rapid coarse-to-fine discriminations of the visual scene (Marr and Poggio, 

1979; Menz and Freeman, 2003). 
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Figure 52. In this example is demonstrated inseparable dynamics of spatial frequency 
tuning, which typically show (as in this neuron) a shift over the course of the response 
from preference for low to preference for higher frequencies. 
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 This trend in the preferred spatial frequency tuning is particularly striking 

when observed across the population (see Figure 53). (Significant changes in our 

data are highlighted by asterisks.) At short post-stimulus time delays, neurons 

across the population appear to be most sensitive to low spatial frequencies, 

while at mid-range time delays they respond most robustly to high spatial 

frequencies. Finally, toward the end of the neuronal response, preference tends 

toward lower spatial frequencies again. This rebound may be biased by the small 

number of neurons in which the peak spatial frequency could be estimated at 

long post-stimulus time delay (see METHODS). If real, however, the increased 

variability in the population average at long time delays may reflect the gradual 

settling of individual neurons into specific spatial frequency bands that agree with 

the common notion that V1 neurons, as a whole, cover a broad range of the 

spatial frequency space. 
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Figure 53. The population average preferred spatial frequency evolves in time between low 
and high spatial frequencies, indicating space-time inseparability in the neuronal 
response. 

 

 Likewise, it has been reported that the bandwidth of neurons sharpens 

over the course of the response (Bredfeldt and Ringach, 2002; but see Frazor et 

al., 2004; Mazer et al., 2002). This represents a second type of dynamic 

inseparability of spatial frequency tuning in first-order kernels, which concerns 

spatial frequency selectivity as a function of time, and is in some ways analogous 
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to the sharpening of orientation tuning seen in those neurons with “Mexican-hat” 

shaped first-order kernels. As above, the characterization of bandwidth 

sharpening requires the ability to reliably estimate bandwidth in at least two 

kernels (for the classification criterion see METHODS). In our data, kernels with 

low signal-to-noise, such as is often the case at very short (20 ms) or long (120 

ms) post-stimulus time delays, are more likely to have larger error in the 

bandwidth estimates, which may have downwardly biased the number of neurons 

in which bandwidth sharpening was detectable. 

 Nevertheless, we find that in 15/28 neurons there are significant changes 

in bandwidth over the course of the response (11/15 also show significant 

changes in spatial frequency preference as described above). In contrast to what 

has been previously reported (Bredfeldt and Ringach, 2002), however, we find 

that while some neurons demonstrate increases in spatial frequency selectivity 

over time (see Figure 54A), other neurons show decreases in spatial frequency 

selectivity (see Figure 54B). Therefore, over the population there is no significant 

trend in spatial frequency selectivity. From Figure 55, it appears that there is a 

slight bias for bandwidth sharpening, indicative of a larger percentage of neurons 

with this effect, but the difference is not significant between any two kernel 

estimates (p>0.05). 
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Figure 54. The neurons in these examples show a sharpening (top) and broadening 
(bottom) of bandwidth in time, one type of inseparability of spatial frequency dynamics. 
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Figure 55. There is a non-significant trend across the population toward increased spatial 
frequency selective over time, which results from the preponderance of neurons with this 
feature. However, bandwidth broadening in time is also observed (see Figure 54). 

 

Nonlinear Dynamics 
 Nonlinear responses to combinations of gratings at multiple spatial 

frequencies within the CRF are rarely addressed in the literature (but see 

Mechler et al., 2002). Even less common is an examination of the spatial 

frequency dependence of interactions between the CRF and NCRF (Li and Li, 

1994). Here we report on the nonlinear dynamics of spatial frequency tuning in 

the 28 top responding neurons (see above) whose first-order responses had 

good signal-to-noise. A direct comparison of the global signal-to-noise in second-

order kernels within the CRF (P2
CRF) to those between the CRF and NCRF 

(P2
NCRF) shows that, similarly to what was found for the dynamics of orientation 

tuning (see Chapter 3), nonlinearities within the CRF are significantly stronger 

across the population than those between the CRF and NCRF (p<0.01). In Figure 

56, we show the joint distribution of P2
CRF and P2

NCRF, and highlight the cutoffs 

P2
CRF>2.0 and P2

NCRF>2.0 (this approximately corresponds to p<0.05 according to 

the t-distribution), which we use to separate those neurons with good signal-to-

noise in their second-order kernels from those without. This defines 21/28 

neurons with significant dynamic nonlinearities within the CRF, and 13/28 

neurons with significant dynamic nonlinearities between the CRF and NCRF 

(12/28 neurons are significant for both interactions). The fraction of neurons with 
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significant nonlinearities in spatial frequency tuning is somewhat higher than 

compared to what was observed for the nonlinear dynamics of orientation tuning 

(58% CRF and 30% CRF-NCRF; for details see Chapter 3). This may be due to 

the larger number of tokens in the stimulus ensemble that drive significant 

responses, which is especially clear in first-order responses (i.e., orientation 

tuning is sharper as measured in tokens than is spatial frequency tuning). We 

report first on interactions between the CRF and NCRF. 
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Figure 56. The distribution of global signal-to-noise is second-order kernels in the CRF 
(P2

CRF) versus second-order kernels between the CRF and NCRF (P2
NCRF) demonstrates that 

more than half the neurons exhibit strong dynamic nonlinearities in spatial frequency 
tuning. 

 

Interactions between the CRF and NCRF 

 Since the nonlinear dynamics of orientation tuning between the CRF and 

NCRF did not show consistent or meaningful responses, it suggested that the 

same might be true for these results. Unlike in the orientation domain, however, 

where a significant body of work had discovered that interactions are strongest 

for iso- and cross-oriented gratings (see Chapter 3), it was unclear what 

interactions in spatial frequency might be expected between the CRF and NCRF, 

if any. An additional technical problem was that spatial frequency was sampled 

coarsely, and typically at different points for each neuron. 

 Therefore, we begin by showing 2/13 of the more significant examples—

those whose first-order kernels were shown in Figure 50 and Figure 54 (bottom). 
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For the neuron shown in Figure 57A, the peak nonlinear response occurs for the 

preferred spatial frequency grating in the CRF at a 40 ms post-stimulus time 

delay, preceded 40 ms earlier by the highest spatial frequency grating in the 

NCRF (a 3 octave difference), possibly reflecting high frequency suppression 

from the NCRF. Additional significant nonlinearities occur when lower spatial 

frequency gratings or the blank token are present in the NCRF, which may act to 

further reinforce (by both facilitative and suppressive effects) the high degree of 

spatial frequency selectivity seen in the first-order responses of this neuron. 

However, the peak nonlinearities for the neuron shown in Figure 57B do not 

show a similar pattern, and are not even found in the same time slice. In fact, 

nonlinear facilitative and suppressive interactions appear to be in direct 

opposition across the spatial frequency spectrum in the NCRF when the grating 

in the CRF shows statistically indistinguishable first-order responses (i.e., the 

columns corresponding to 0.5 and 1 cycles/degree). Nevertheless, the 

dependence of these nonlinearities on the relative spatial frequency is evidence 

for a cortical, rather than pre-cortical (i.e., contrast gain control), mechanism. 
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Figure 57. Two example second-order kernels between the CRF and NCRF, for the neurons 
whose first-order kernels appear in Figure 50 (top) and Figure 54 (bottom), show 
significant (but very different) nonlinear responses to a rapid presentation of gratings at 
multiple spatial frequencies. 

 

 We then tried to find consistent nonlinear interactions within individual 

neurons across time by performing a principal components analysis (PCA) on the 
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collection of second-order kernels between the CRF and NCRF (as we did in 

Chapter 3). Across the population, the mean variance explained by the first 

principal component was only 11% (maximum of 15%). Examination of the first 

principal component in several neurons did not reveal any meaningful or 

consistent interactions. This also supports the notion that the nonlinearities, 

though significant within many neurons, are quite heterogeneous across 

neurons. Finally, we focused on the temporal evolution of nonlinear interactions 

when the preferred spatial frequency grating is in the CRF and NCRF. As before, 

this did not uncover structure in the dynamic nonlinearities of spatial frequency 

tuning. Therefore, we concluded that this stimulus failed to reveal systematic and 

consistent dynamic spatial receptive field nonlinearities between the CRF and 

NCRF (as we did in Chapter 3). 

  

Interactions within the CRF 

 By contrast, second-order kernels in the CRF, which describe nonlinear 

interactions between two spatial frequencies at pairs of post-stimulus time 

delays, show consistent and meaningful structure in 21/28 neurons. For most 

neurons (16/21), the peak in the second-order kernels in the CRF occurred in the 

[40,60] ms time slice, which describes one spatial frequency grating (or blank 

token) followed immediately by a second, centered (in time) over the peak in the 

first-order response (15/21 of which occurred in the 40 ms and 6/21 in the 60 ms 

time slice). The dominant nonlinearities usually occurred in response to the 

preferred spatial frequency grating followed or preceded by any other spatial 

frequency grating or the blank token (see Figure 58). Furthermore, from the three 

examples shown here it appears that the preferred spatial frequency tends to 

interact nonlinearly with low spatial frequency gratings in a direction (i.e., 

facilitative or suppressive) opposite to that for high spatial frequency gratings. 

This may represent a mechanism by which the evolution of spatial frequency 

tuning is balanced by facilitative and suppressive influences outside the 

frequency band to which the neuron is sensitive. 
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Figure 58. Second-order kernels in the CRF are dominated by nonlinear interactions 
between the preferred spatial frequency grating followed by (row) or preceded by (column) 
any other grating or the blank token. 
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 Unlike the nonlinear dynamics of orientation tuning (see Chapter 3), 

however, the nonlinear interactions between specific pairs of spatial frequency 

gratings do not appear to be as significant (a t-statistic of 2.0 approximately 

corresponds to p<0.05) or as consistently aligned along the preferred-preferred 

and blank-preferred/preferred-blank axes (see Figure 59). Instead, second-order 

spatial frequency responses in the CRF seem to be organized into more 

complicated and less sparse patterns, as show before in Figure 58. Therefore, 

we analyzed the collection of second-order kernels in the CRF in each neuron by 

PCA, to see whether we had overlooked structure not obvious from the peak 

response. Across the population, the first principal component described an 

average of 26% of the variance (maximum of 47%) in second-order kernels in the 

CRF. The structure represented by the first principal component was largely 

dominated by the peak response, as shown in Figure 60, demonstrating the 

importance of these nonlinearities in the neuronal response. 
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Figure 59. The nonlinear dynamics of spatial frequency tuning do not appear to be 
organized as strongly as the nonlinear dynamics of orientation tuning along the preferred-
preferred and blank-preferred/preferred-blank axes (see Figure 36). 
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Figure 60. The first principal component calculated on the collection of second-order 
kernels in the CRF in individual neurons shows consistent and meaningful structure 
largely dominated by the most responsive kernel. 
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 While the structure of second-order kernels within an individual neuron are 

consistent and meaningful—typically aligned along the preferred spatial 

frequency grating followed or preceded by any other spatial frequency or the 

blank token—we could not establish a framework under which neurons in our 

population could be grouped in a manner which took into account the 

directionality (i.e., facilitative or suppressive) of the nonlinear responses (as we 

did for the nonlinear dynamics of orientation tuning). As an alternative, we took 

advantage of the fact that the mean across rows or columns in a second-order 

kernel is zero, and examined the variance along the preferred spatial frequency 

axes (normalized by N instead of N−1 since the mean is known to be zero) 

divided by the total variance in the kernel. If the variance were equally distributed 

across the kernel, this “relative variance” would be equal to one for each row or 

column; values greater than one indicate rows or columns with a 

disproportionately large amount of the variance, while values less than one 

indicate rows or columns with a disproportionately small amount of the variance. 

 In Figure 61A, we see that, as was described qualitatively above, the 

amount of variance in second-order kernel values for the (first-order) preferred 

spatial frequency grating followed or preceded by any token is disproportionately 

large (p<0.01 on both axes). Complementarily, there is a disproportionately small 

amount of variance in kernel values for a non-preferred spatial frequency grating 

followed or preceded by any token (p<0.01 on both axes). This is true across the 

population on one (8/21) or both (13/21) axes in the peak second-order kernels 

(i.e., those with the highest signal-to-noise). In contrast (see Figure 61B), the 

variance in second-order kernels with the smallest signal-to-noise is equally 

shared by the preferred spatial frequency grating followed by (p=0.54) or 

preceded by (p=0.26) any other token, as well as the non-preferred spatial 

frequency grating followed by (p=0.08) or preceded by (p=0.89) any other token. 

This rules out the possibility that the variance in a kernel is disproportionately 

shared even in kernels in which the total amount of variance is much smaller. 

The analysis confirms the qualitative assessment that there is a consistent 

pattern in the structure of the nonlinear dynamics of spatial frequency tuning, 
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organized along the preferred spatial frequency axes. That the directionality of 

these nonlinearities, either facilitative or suppressive, are organized in complex 

and different ways in each neuron suggests that some V1 neurons may signal 

particular directions of changes in the frequency content of the visual image. 
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Figure 61. An analysis of the relative variance in second-order kernels across rows—the 
first-order preferred (non-preferred) spatial frequency grating followed by any token—
versus columns—the first-order preferred (non-preferred) spatial frequency grating 
preceded by any token—shows a disproportionate weight (greater or less than 1) in 
kernels with high signal-to-noise (left) as compared to kernels with low signal-to-noise 
(right). 

 

Static Nonlinearity Models 
 A mechanistic understanding of these spatial frequency nonlinearities is 

crucial for creating accurate models of V1 neurons. However, we did not create 

static nonlinearity models of the dynamics of spatial frequency tuning, as we did 

for the dynamics of orientation tuning (see Chapter 3). Since such models do not 

depend on the orientation or spatial frequency content of the stimulus, the results 

are not expected to be qualitatively different. Namely, the static nonlinearity 

models we described (see Chapter 3) would not be able to explain the 

magnitude, nor the heterogeneity of the observed nonlinear dynamics of spatial 

frequency tuning in V1 neurons. 
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CHAPTER 5: DYNAMICS OF SPATIAL PHASE 

TUNING 

METHODS 
 For a general overview of the methods used in this and other results 

chapters, see Chapter 2 above. Except where noted, correlations reported in this 

text are computed by two-tailed Pearson correlation (r and p values are given), 

and two distributions are compared by two-tailed t-test (p value is given), paired 

or unpaired, as appropriate. Additional methods described below apply 

specifically to experiments on the dynamics of spatial phase tuning. 

 To quantify the direction selectivity in each neuron, we used the traditional 

direction selectivity index DSI: 
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Equation 14. Calculation of the direction selectivity index DSI. 

 

where rpref is the mean firing rate in response to a drifting grating at the preferred 

orientation, and ranti is the mean firing rate in response to a grating drifting in the 

opposite direction (anti-preferred orientation). The DSI=1 when the response to 

the preferred drifting grating is positive and the response to the anti-preferred 

drifting grating is zero, indicating an absolute preference for the preferred 

direction of motion; the DSI=0 when the response to the preferred and anti-

preferred drifting gratings are equal, indicating an indifference to the direction of 

stimulus motion. These data were obtained for all neurons from standard tuning 

experiments with drifting gratings at 16 or more orientations around the circle 

(see Chapter 2). 

 To focus on phase specific interactions, our m-sequence stimulus 

ensemble consisted of a rapid presentation of stationary gratings at four discrete 

spatial phases {0, 90, 180, 270} at the optimal orientation and spatial frequency 

(see Chapter 2); the zero phase grating was a sine wave centered around the 
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center of the stimulus on the CRT. As a measure of the dynamic phase 

sensitivity, we calculated an index PS based on the circular variance in the first-

order kernel with the peak response: 
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Equation 15. Calculation of the phase sensitivity index PS. 

 

where ]1[
,tnk  is the kernel value for the nth spatial phase grating at the time of the 

peak response t (see Equation 2), N=4 is the number of different spatial phase 

gratings, and θn is the phase angle in radians of the nth grating. PS=1 when three 

of the N kernel values are equal and a fourth is greater than the others, indicating 

sensitivity to a single spatial phase; PS=0 when all N kernel values are equal, 

indicating a complete lack of phase sensitivity. 

 Receptive field dynamics, as assessed with white noise stimulus 

checkerboards, demonstrate that V1 neurons sometimes display spatial phase 

inseparability (see Chapter 1). Furthermore, the first-order dynamics of 

orientation tuning and spatial frequency tuning are both found to be inseparable 

in some V1 neurons (see Chapters 3 and 4). Therefore, we developed a criterion 

to classify neurons with inseparable dynamics in spatial phase tuning. Neurons 

were defined as spatial phase inseparable if the peak in any first-order kernel 

value was (1) significantly different than zero (p<0.05), and (2) at a spatial phase 

not equal to the spatial phase of the most responsive first-order kernel. Clearly, 

there may well be neurons whose spatial phase tuning is time dependent, but at 

a resolution (in spatial phase) below what would be detected from our paradigm 

of four spatial phases. 
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RESULTS 
 The neurons analyzed in this chapter constitute a subset of the neurons 

analyzed in Chapter 3 (DYNAMICS OF ORIENTATION TUNING)—those 

neurons for which we varied only the spatial phase content of the stimulus—and 

include 81 individual neurons recorded from 18 sites in 5 cats. These analyses 

address only the linear and nonlinear spatiotemporal dynamics of spatial phase 

tuning; general results can be found at the beginning of Chapter 3. The 81 

neurons were presented with several repeats (typically N=4) of an m-sequence 

stimulus comprised of 100% contrast stationary gratings at four spatial phases 

(optimal orientation and spatial frequency), plus 3 blank tokens of mean 

luminance (see Chapter 2). 

 In Chapters 3 and 4 and similar experiments in other laboratories (see 

Chapter 1), gratings were randomized with respect to spatial phase, and 

responses to all spatial phases were summed together, even though (relative) 

spatial phase is known to be important in pattern vision (Oppenheim and Lim, 

1981). For a truly linear system, the sum of responses across spatial phases 

would be zero, and a truly multiplicative phase specific interaction would lead to 

zero-valued second-order kernels when summed across spatial phases. This 

motivated these experiments, as did the more general possibility that these 

experiments might reveal something that would be lost when summed over 

spatial phase. While we could (and did in a small subset of neurons) analyze 

data from Chapters 3 and 4 in a phase specific manner, we would be left with 

one-fourth as much data for calculating first-order kernel values, and one-

sixteenth as much data for calculating second-order kernel values, hence, much 

less sensitivity. Therefore, these separate experiments were needed. 

 

Linear Dynamics 
 As in Chapters 3 and 4, we examined the global signal-to-noise P1

CRF (see 

Chapter 2) in first-order kernels in the CRF in response to the m-sequence 

stimulus. Comparable to the dynamics of orientation tuning, the average peak 

post-stimulus response delay in first-order kernels is 50 ms. Similarly to what was 
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found for the first-order dynamics of orientation tuning, there is no significant 

correlation between P1
CRF and CRF size (r=0.12, p=0.29), the suppression index SI 

(r=0.03, p=0.81), or the F1/F0 ratio (r=0.11, p=0.31). For values P1
CRF>2.5, we 

observed significant and meaningful structure in the first-order kernels in the CRF 

(see Figure 62A). As in the orientation tuning experiments, first-order kernels in 

the NCRF generally do not show significant response structure (see Figure 62B). 

As we did previously, we use the cutoffs P1
CRF>2.5 and P1

NCRF<2.0—which 

approximately correspond to p<0.01 and p>0.05 according to the t-distribution, 

respectively—to separate neurons with strong first-order responses in the CRF 

that also lack response structure in the NCRF (see Figure 63); this includes 

51/81 neurons. These 51 neurons, the “top responders”, will be the focus of 

subsequent analyses. 
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Figure 62. Example first-order kernels in response to the spatial phase m-sequence 
stimulus show (in this neuron) separable dynamics. The CRF (left) has strong signal-to-
noise, while the NCRF (right) does not. Notice that the three blank tokens (B) in any kernel 
all have statistically indistinguishable values. 
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Figure 63. Distribution of global signal-to-noise in first-order kernels in the CRF (P1

CRF) 
versus the NCRF (P1

NCRF) in spatial phase m-sequence experiments is used to distinguish 
neurons with significant structure in the CRF that also lack structure in the NCRF. 

 

 As can be seen from the example neuron in Figure 62, most neurons 

(39/51) exhibit spatial phase-time separable first-order responses. To make this 

(and subsequent examples) easier to visualize, we present a polar plot of the 

first-order kernel values at the four spatial phases. In Figure 64, each first-order 

kernel from Figure 62 has been offset so that the lowest kernel value across the 

four spatial phases equals zero, thus the scale reflects the relative depth of first-

order modulations in the firing rate. The data have been linearly interpolated 

between the four spatial phases present in the stimulus ensemble to improve the 

display, but the actual data points are marked and given error bars that reflect 

the global error ]1[
globalσ  of the kernel estimate (see Chapter 2). In addition, the 

values for the direction selectivity index DSI (see METHODS), F1/F0 ratio (see 

Chapter 2), and the phase sensitivity index PS (see METHOODS) have been 

added to the plot. This neuron is a relatively phase sensitive (PS=0.67) complex 

cell (F1/F0=0.80) that is not particularly direction selective (DSI=0.31). Notice that 

this runs counter to the standard notion that complex cell are phase insensitive, 

and suggests that phase sensitivity, on the fast time scale of these stimuli and 

responses, does not provide a good distinction between simple and complex 

cells. 
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Figure 64. A polar plot of the first-order responses in the CRF shows the development of 
separable, and relatively phase sensitive, dynamics—the standard kernel plot for this 
neuron can be found in Figure 62—in a complex cell that is not very direction selective. 

 

 The first-order responses in other neurons display a variety of responses. 

In Figure 65A is shown a non-direction selective (DSI=0.24) simple cell 

(F1/F0=1.35) that, in the early part of its response, responds with the same sign 

(i.e., positive spike rate modulation) to the 90 degree spatial phase grating and 

its phase inversion (270 degrees). This is contrary to the idea that simple cells 

respond to a particular grating but not its contrast inverted image. Additionally, 

the neuron in Figure 65B exhibits phase sensitivity (PS=0.26) not typically 

attributed to complex cells (F1/F0=0.71), in which there is an inversion in the 

preferred spatial phase over the course of the response. The most intriguing 

spatial phase dynamics are found in the 12/51 neurons that show inseparable 

first-order kernels (see METHODS). Figure 66A shows a phase sensitive 

(PS=0.71) simple cell (F1/F0=1.27) in which the preferred spatial phase precesses 

from 90 to 270 degrees over the course of the response. While this would fit with 

a preference for the direction of stimulus motion, the neuron does not appear to 

be direction selective (DSI=0.16), as assessed with drifting gratings. Finally, 

complex cells, such as the one in Figure 66B (F1/F0=0.03), are also observed 
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that have inseparable dynamics. In this case, the direction selectivity (DSI=0.67) 

agrees with the clockwise precession in spatial phase preference, but the 

moderate phase sensitivity (PS=0.62) is not expected. 
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Figure 65. Two additional examples highlight the variety of first-order dynamic responses 
of spatial phase tuning. On the top is shown a phase separable simple cell (F1/F0=1.35) 
that is not very direction selective (DSI=0.24), but is sensitive to both the 90 degree spatial 
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phase grating and its inversion. On the bottom is shown a non-direction selective 
(DSI=0.26) complex cell (F1/F0=0.71) whose phase preference inverts in time. 
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Figure 66. Examples of inseparable first-order dynamic responses of spatial phase tuning. 
The plot on the top shows a non-direction selective simple cell in which the preferred 
spatial phase precesses from 90 to 270 degrees over the course of the response. On the 
bottom is a moderately direction selective complex cell whose preferred spatial phase 
precesses from 180 to 360 degrees over the course of the response. 
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 From the examples above, it is clear that the notion of simple cells as 

phase sensitive and complex cells as phase insensitive is an oversimplification. 

The joint distribution of the F1/F0 ratio against the phase sensitivity index PS, as 

shown in Figure 67, demonstrates that both simple and complex cells exhibit a 

range of degrees of phase sensitivity. However, in partial accord with the 

simple/complex distinction there is a slight but significant bias for simple cells in 

our population to be more phase sensitive than complex cells (r=0.29, p=0.04). 

Nevertheless, the mean phase sensitivity for simple cells (PS=0.65) is not 

significantly different than that for complex cells (PS=0.59; unpaired t-test p=0.18). 

Thus it appears that under our conditions both simple and complex cells, as 

judged by the F1/F0 ratio, can behave either in a phase sensitive or phase 

insensitive manner. This supports the suggestion by other researchers that the 

classification of simple and complex cells, based the F1/F0 ratio, does not reflect 

a true dichotomy of the neuronal population (Mechler and Ringach, 2002; Priebe 

et al., 2004). 
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Figure 67. There is a slight but significant positive correlation (r=0.29, p=0.04) between the 
F1/F0 ratio and the degree of spatial phase sensitivity PS in m-sequence experiments. 

 

Nonlinear Dynamics 
 Since the first-order responses to spatial phase m-sequence experiments 

present an array of complicated and interesting attributes, it is also reasonable to 

expect that there may be substantial dynamic nonlinearities that are phase-
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specific (see Chapters 3 and 4). Between the CRF and NCRF, nonlinear 

interactions between pairs of gratings that differ only by their spatial phase could 

play a role in signaling contours (see Chapter 1) or the relative congruence of 

stimulus motion. Spatial phase nonlinearities within the CRF have been shown to 

play a role in the detection of stimulus motion and in helping to sharpen direction 

selectivity mechanisms (see Chapter 1). In the following analyses, we focus on 

the 51 top responding neurons defined above. All spatial phase m-sequence 

experiments were performed with gratings in a circular patch over the CRF and a 

single annular patch in the NCRF. 

 The global signal-to-noise in second-order kernels—within the CRF (P2
CRF) 

and between the CRF and NCRF (P2
NCRF)—in response to the spatial phase m-

sequence stimulus is compared in Figure 68. As we did previously (see Chapters 

3 and 4), we use the cutoffs P2
CRF>2.0 and P2

NCRF>2.0 (which approximately 

correspond to p<0.05 according to the t-distribution) to identify neurons with good 

signal-to-noise in their second-order kernels. For second-order kernels between 

the CRF and NCRF only 4/51 neurons had responses above this criterion, while 

47/51 neurons met this criterion for second-order kernels within the CRF. This 

represents a significant departure from the percentage of neurons that showed 

significant second-order kernels in response to the m-sequence stimulus in which 

gratings varied by orientation (58% CRF and 30% CRF-NCRF; for details see 

Chapter 3), or spatial frequency (75% CRF and 46% CRF-NCRF; for details see 

Chapter 4). For interactions within the CRF, one possible explanation for this 

result could be the relatively high representation in the stimulus of gratings that 

are able to drive a neuronal response (all gratings are optimal orientation and 

spatial frequency), at least for those neurons that are not very phase sensitive 

(see also the motivation for these experiments—improved signal-to-noise for 

phase specific interactions—above). The relative absence of interactions 

between the CRF and NCRF further suggests that iso-oriented suppression (see 

Chapter 1) cannot be driven by the fast, transient gratings presented in this type 

of stimulus paradigm. 
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Figure 68. The distribution of global signal-to-noise in second-order kernels in spatial 
phase m-sequence experiments is significant for most neurons within the CRF (P2

CRF), but 
significant between the CRF and NCRF (P2

NCRF) in only for four neurons. 

 

Interactions between the CRF and NCRF 

 While very little can be concluded from four neurons, the structure in 

second-order kernels between the CRF and NCRF in these spatial phase m-

sequence experiments appears to be more meaningfully organized than that 

obtained in response to the orientation (see Chapter 3) or spatial frequency (see 

Chapter 4) m-sequence experiments. For 3/4 neurons, the peak second-order 

response occurs when the grating in the CRF and NCRF both appeared 40 ms 

earlier; the fourth neuron had its peak response in the [40, 120] ms time-delay 

pair. Across all four neurons the nonlinearities observed occur when the 

preferred spatial phase grating is in the CRF and, except for the neuron with a 

delayed peak response, are suppressive in nature (see Figure 69). (For clarity 

two of three blank tokens have been removed from this and subsequent figures.) 

In these neurons, the nonlinear suppression can range from highly phase 

sensitive (top-left panel) to completely phase insensitive (bottom-right panel). For 

neurons in which the nonlinearities between the CRF and NCRF are phase 

sensitive, illusory contours generated by phase-shifts of a grating at the border 

between the two regions would be enhanced. However, this result is not in 

accordance with reports that have shown that CRF-NCRF interactions do not 

depend on the phase of the grating in the NCRF (see Chapter 1). Unfortunately, 
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while the results in 3/4 neurons are suggestive of possible mechanisms for CRF-

NCRF interactions and contour detection, no conclusive statements can be made 

of what is typical of V1 neurons from this limited sample. 
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Figure 69. The most responsive second-order kernels between the CRF and NCRF for all 
four neurons with good signal-to-noise show consistent nonlinearities aligned along the 
axis in which the preferred spatial phase grating is in the CRF. 

 

Interactions within the CRF 

 For the 47 neurons with sufficient signal-to-noise in second-order kernels 

in the CRF, most (36/47) gave their peak response in the [40, 60] ms time slice 

(see Figure 70). Furthermore, all but one neuron had a peak response in a kernel 

that describes nonlinearities between any spatial phase grating in the CRF (or 

the blank tokens) immediately followed by any other spatial phase grating (or 

blank token). That is, 46/47 neurons gave their peak response in one of the [20, 

40] ms, [40, 60] ms, [60, 80] ms, or [80, 100] ms time slices. 
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Figure 70. An example of phase insensitive second-order interactions between spatial 
phase gratings in the [40, 60] ms time slice shows facilitation for keeping the same phase 
or phase advance, and suppression for phase inversions or phase recession. 

 

 These interactions are not restricted to a single spatial phase (i.e., they do 

not lie along a single row and single column, but rather, are organized somewhat 

along the diagonals). This suggests that we think of the nonlinearities described 

by kernels derived from a spatial phase experiment in another way. We 

characterize the interactions between four different kinds of relative spatial phase 

pairs (and ignore interactions between gratings and the blank stimulus, as well as 

blank-blank interactions; refer to the upper-right portion of Figure 70): (1) phase 

matched (i.e., no phase change; the main diagonal), (2) an inversion in phase 

(the second diagonals), (3) phase advance (apparent motion in the preferred 

direction; the first diagonal above the main diagonal and the point in the lower-

right corner), and (4) phase recession (apparent motion in the anti-preferred 

direction; the first diagonal below the main diagonal and the point in the upper-

left corner). Since the neurons in our population in general, showed nonlinearities 
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organized along these four types of phase interactions, we calculated two values: 

MI (matched-inverted) is the arithmetic mean of the t-statistics for phase pairs (1) 

minus the arithmetic mean of the t-statistics for phase pairs (2); and AR 

(advance-recession) is the arithmetic mean of the t-statistics for phase pairs (3) 

minus the arithmetic mean of the t-statistics for phase pairs (4). Notice that since 

MI and AR are statistics sensitive only to the relative spatial phase between 

grating pairs, neurons that demonstrate phase sensitivity in their second-order 

kernels (see Figure 71) will, in general, have lower values for MI and AR than a 

phase insensitive neuron with comparable signal-to-noise. 
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Figure 71. An example of phase sensitive second-order interactions between spatial phase 
gratings in the [20, 40] ms time slice shows facilitation for keeping the same phase or 
phase advance for particular absolute phase pairs, and suppression for phase inversions 
or phase recession for other absolute phase pairs. 

 

 Therefore, we also calculate a second-order phase sensitivity index, or the 

variance in phase (VP): the root-mean-squared standard deviation (normalized 

by N=4) across the four relative phase pairs described above, normalized by the 
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root-mean-squared standard deviation (normalized by N=16) across all points 

(normalization by N rather than N−1 is used to keep the index bounded from 0 to 

1). A neuron that shows strict second-order phase sensitivity—single valued 

everywhere except four points, one each belonging to the four phase pairs 

above—will have a value of VP=1; a neuron that shows strict second-order phase 

insensitivity with dynamics similar to those in Figure 70—equal values for phase 

pairs (1) and (3) and equal but opposite values for phase pairs (2) and (4)—will 

have a value of VP=0. Recognize, however, that the degree of phase sensitivity 

at second-order, as described by VP, does not necessarily correlate with the 

phase sensitivity at first-order (compare Figure 70 and Figure 71), as described 

by PS (see METHODS). (A more detailed analysis of this correlation, or lack 

thereof, follows.) 

 For the neuron shown in Figure 70, MI=12.3, AR=8.53, and VP=0.12, 

accurately quantify the magnitude and direction of the observed spatial phase 

nonlinearities, namely, facilitation for relative phase matches and advance—red 

dots on the main diagonal, and on the first diagonal above the main diagonal and 

the point in the lower-right corner, respectively—and suppression for relative 

phase inversions or recession—blue dots on both second diagonals, and the first 

diagonal below the main diagonal and the point in the upper-left corner, 

respectively. By comparison, the phase sensitive second-order correlations for 

the neuron in Figure 71 are characterized by MI=5.87, AR=1.41, and VP=0.65, 

which indicates the same direction for the nonlinearities and denotes, by the 

relatively large value for VP, a high degree of phase sensitivity. 

 We then looked at the time course of MI and AR across the kernels 

separated by one time lag (i.e., [20, 40], [40, 60], [60, 80], [80, 100] , and [100, 

120] ms). For both of the previous neurons this progression is shown in Figure 

72. What can be clearly seen is that the nonlinearities are very dynamically 

sensitive. By example, the neuron whose [40, 60] ms kernel is shown in Figure 

70, shows facilitation for relative phase matches and advance, and suppression 

for relative phase inversions or recession in its [20, 40], [40, 60], and [80, 100] 

ms kernels; it shows suppression for relative phase matches, and facilitation for 
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inversions in its [60, 80] ms kernel; and it shows suppression for relative phase 

matches and advance, and facilitation for relative phase inversions or recession 

in its [100, 120] ms kernel. We can additionally examine the dynamics in the 

amount of second-order phase sensitivity, as described by VP, by creating a 3-D 

plot (see Figure 73). (This presentation, used to explore these neuronal 

dynamics, is even more useful on a computer, where it can be rotated in 3-D 

space.) Here, it becomes evident that while one neuron remains relatively phase 

sensitive throughout the course of its response, the other neuron becomes more 

phase sensitive at longer post-stimulus time delay pairs. 
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Figure 72. The progression of nonlinearities described by relative phase matched minus 
phase inverted (MI) versus relative phase advance minus phase recession (AR), across 
second-order kernels separated by one time lag—for the neurons in Figure 70 and Figure 
71—shows dynamic changes in the nonlinear responses. 
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Figure 73. A 3-D plot of the progression of nonlinearities shown in Figure 72 adds the 
second-order phase sensitivity, as defined by VP, which demonstrates that phase 
sensitivity is also a function of time. 

 

 These examples show that spatial phase nonlinearities are surprisingly 

dynamic and heterogeneous. Analysis of the population distribution of MI versus 

AR in the [40, 60] ms kernel—for which most neurons showed their peak 

response (see above)—shows that most neurons lie in the first quadrant, which 

describes facilitation for relative phase matches and advance, and suppression 

for relative phase inversions or recession (see Figure 74), although the range of 

values is rather broadly dispersed and uncorrelated (r=0.15, p=0.33). That most 

neurons are facilitative for relative phase advance, and suppressive for relative 

phase recession (i.e., positive AR) is not unexpected, as phase advance is 

defined as apparent motion in the preferred direction around the circle as 

determined with drifting gratings (see Chapter 2), and spatial phase nonlinearities 

are known to contribute to direction selectivity (see Chapter 1). However, 

neurons with a large AR are not necessarily more direction selective, as defined 

by the direction selectivity index DSI calculated from experiments with drifting 
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gratings (r=0.14, p=0.44), which says that the nonlinearities of phase advance and 

recession do not solely determine the magnitude of direction selectivity (linear 

mechanisms are also involved; Reid et al., 1987). 
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Figure 74. Distribution of nonlinearities described by phase matched minus inverted (MI) 
versus phase advance minus recession (AR) in the [40, 60] ms kernel shows that most 
neurons exhibit facilitation for phase matched and phase advance, and suppression for 
phase inverted and phase recession. 

 

 Furthermore, there is no clear segregation of these nonlinearities 

according to the simple/complex distinction, as determined by the F1/F0 ratio 

(correlation with MI r=−0.22, p=0.14; AR r=−0.14, p=0.35). Given the common 

notion of a simple cell—a Gabor filter plus a static nonlinearity (see Chapter 1)—

it would be expected that a phase match for the preferred spatial phase would be 

facilitative (for a threshold-linear or -accelerating nonlinearity), while a phase 

inversion would be suppressive (i.e., positive MI). However, complex cells also 

show this trait, indicating an unexpected phase sensitivity to a grating and its 

contrast inversion. Nevertheless, the overall second-order phase sensitivity VP 

does show a positive correlation with the F1/F0 ratio (r=0.69, p<0.01), which 

indicates that simple cells are more likely to be phase sensitive than complex 

cells at second-order. Finally, as previously mentioned, first- and second-order 

phase sensitivity (PS and VP) are not correlated (r=0.19, p=0.20). This implies that 

either first- or second-order mechanisms, but not necessarily both, may dominate 

the phase-specific spike responses of a neuron, and that therefore, the F1/F0 
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ratio cannot reveal whether the underlying mechanism is linear or nonlinear (or 

some combination of both).  

 

Static Nonlinearity Models 
 A mechanistic understanding of these spatial phase nonlinearities is 

crucial for creating accurate models of V1 neurons. However, we did not 

systematically create and analyze static nonlinearity models of the type 

described in Chapter 2, for the dynamics of spatial phase tuning, as we did for 

the dynamics of orientation tuning (see Chapter 3). Since these models do not 

depend on the orientation or spatial phase of the gratings in the stimulus—in fact, 

they do not care what the stimulus is at all, but are rather a function of the order 

of stimulus elements—the results are not expected to be qualitatively different. 

Namely, the static nonlinearity models we described (see Chapter 2) would not 

be able to explain the magnitude, nor the heterogeneity of the observed 

nonlinear dynamics of spatial phase tuning in V1 neurons. However, it is possible 

to create analogous abstract models to determine whether the observed overall 

size and pattern of second-order interactions is consistent given first-order 

responses, within the context of a phase dependent initial stage—for example, a 

Gabor filter (see Chapter 1)—followed by a static nonlinearity. This was not done 

in this work. 
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CHAPTER 6: DISCUSSION 
 The goal of this research was to help elucidate both the linear and 

nonlinear spatiotemporal dynamics of V1 receptive fields. We explored both the 

complex spatial processing of V1 neurons and, at the same time, the intricate 

dynamics of the visual receptive field, in a manner which could distinguish 

between the linear and nonlinear parts of the neuronal response. An additional 

challenge was that our approach needed to take into account, and characterize, 

the heterogeneous response properties of V1 neurons (see Chapter 1). To 

achieve these goals, we designed a (seemingly) stochastic stimulus with multiple 

spatial regions and strong orientation signals. The first- and second-order 

response kernels extracted from the neural response enabled a characterization 

of the V1 receptive field under a rigorous mathematical framework (see Chapter 

2). Variants of the stimulus were used to focus on orientation (see Chapter 3), 

spatial frequency (see Chapter 4), or spatial phase (see Chapter 5). 

 The first-order kernels of the V1 neuronal response, for all three varieties 

of the stimulus—discussed in greater detail below in LINEAR DYNAMICS—

provided a reliable characterization of the heterogeneous linear properties of V1 

neurons, which largely agreed with previous findings (see Chapter 1). Second-

order kernels calculated between the CRF and NCRF, while statistically 

significant in about a third of the population, were too heterogeneous in most 

cases to provide a tractable characterization of these nonlinear dynamics in V1 

neurons (see complete discussion below in NONLINEAR DYNAMICS). On the 

other hand, second-order kernels calculated between the CRF and itself, at pairs 

of physiological (and unequal) post-stimulus time delays, showed diverse but 

nevertheless interpretable nonlinear dynamic interactions in V1 neurons in 

response to all three varieties of the stimulus (see below in NONLINEAR 

DYNAMICS). Lastly, simple static nonlinear models of these V1 neuronal 

dynamics demonstrated that these models cannot entirely account for the 

observed cortical dynamics. These results further delineate the heterogeneity of 

V1 neuronal responses, and suggest that certain aspects of V1 processing may 
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be more important to visual perception than previously thought, while other 

aspects may be less important. 

 In the following discussion of the details of these results and their 

implications, we will make an attempt to account for the extremely diverse types 

of linear and nonlinear dynamics observed in our V1 population. A complete 

understanding of the mechanisms of V1 processing and the role of V1 in visual 

perception cannot be obtained without taking account of this heterogeneity. If, for 

example, we had focused only on those neurons whose dynamics were attribute-

time separable, the visual cortex would appear to be much simpler than it truly is, 

and corresponding models would be incapable of reproducing a significant 

fraction of the observed behaviors of V1 neurons. In fact, V1 neurons are 

fundamentally dynamic and nonlinear, which provides for the possibility of an 

enormous number of different responses, not all of which can be characterized in 

a limited data set. While these experiments have revealed many varieties of 

neuronal response dynamics, we make no claim that we have characterized all of 

the dynamics present in our population, nor in V1 neurons as a whole. 

Nevertheless, the heterogeneity of V1 responses is already shown here to be 

quite diverse. 

 

LINEAR DYNAMICS 
 In describing the results of the “linear dynamics” of V1 neurons, we mean 

specifically the stimulus-response correlations described by the first-order 

kernels obtained from m-sequence experiments (see Chapter 2 and the 

Appendix). These first-order kernels were calculated for a range of post-stimulus 

time delays from 20 to 120 ms, which encompassed the vast majority, if not all, of 

the stimulus related neuronal responses in the V1 neurons in our population. 

Here, we discuss only those neurons with significant first-order responses in the 

CRF that also lacked significant first-order responses in the NCRF. By the 

definition of the NCRF, standard stimulation of the NCRF (with, for example, 

drifting gratings) in isolation does not lead to any response (see Chapter 1). Our 

requirement that there was no observable first-order kernel in the NCRF (for 
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stimulation paradigms in which the CRF is simultaneously stimulated, and has 

elevated the firing rate) is even stronger than merely ensuring that the stimuli 

were properly lined up, since it also eliminates neurons for which there was an 

additive but subthreshold NCRF input. Thus, any of the observed linear dynamics 

in these neurons are indeed attributable to a CRF mechanism. 

 For all varieties of the m-sequence stimulus paradigm, we found that the 

peak in the first-order neuronal response occurred on average 50 ms after 

stimulus presentation. This corresponds to the population averaged latency for 

the earliest stimulus related spike discharge; the population averaged latency for 

the highest rate of spike discharge is 60 ms (assuming an equal distribution of 

spikes over the 20 ms bins). In individual neurons, the peak spike activity ranged 

from 40 to 100 ms. These numbers agree with those published by other 

laboratories using both similar experiments (Ringach et al., 1997a; Bredfeldt and 

Ringach, 2002; Mazer et al., 2002; Frazor et al., 2004) and other methods 

(Thorpe et al., 1996). The three varieties of m-sequence experiments are 

discussed separately below, and their combined implications are subsequently 

considered. 

 

Orientation Tuning 

 In orientation experiments, the linear dynamics of V1 neuronal responses 

were found to be orientation-time separable in 98% of the neurons in our 

population (see Chapter 3 and Figure 8). In addition to the 2% of inseparable 

neurons, an additional 9% of neurons exhibited separable, but “multimodal” (see 

Chapter 3 and discussion below) dynamics, including inversions in orientation 

preference and “Mexican-hat” shaped orientation tuning. The existence of these 

11% of neurons in our population stresses the importance of intracortical 

connections in the genesis and diversity of orientation tuning, as these dynamics 

cannot be explained by a simple feedforward model of V1. (In this and most other 

regards, there were no major differences between V1 neurons in cats or 

monkeys across our population, and therefore our population will be considered 

together as a whole.) This represents a somewhat lower estimate for multimodal 
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dynamics than given in the first report on this topic (Ringach et al., 1997a), but is 

substantially greater than the estimates provided by recent reports (Gillespie et 

al., 2001; Mazer et al., 2002). These two recent reports may have 

underestimated the frequency of neurons with inseparable dynamics, due in part 

to insufficient time resolution and poor signal-to-noise (see Chapter 1), which did 

not limit our studies. While most of the analyses in this thesis were performed 

with 20 ms time resolution, a re-analysis at a resolution of 5 ms (and 10 ms) 

showed no significant change in the number of neurons with inseparable 

dynamics (see Chapter 3). Moreover, each of our stimulus tokens (e.g., one 

orientation at four different spatial phases) were presented approximately 2-3 

more times than in Ringach et al. (1997a; 2003), and 10-20 more times than in 

Gillespie et al. (2001), with comparable average firing rates obtained from the 

neurons in our population, thus lending our experiments a higher overall signal-

to-noise. 

 A full-field version of our stimulus, designed to replicate previous 

experiments more precisely, did not produce a substantial change in the number 

of neurons with inseparable, or otherwise multimodal dynamics. Although the 

criterion we used to classify inseparable responses, based on discrete changes 

in orientation preference (see Chapter 3) may be different than that used by 

Ringach et al. (1997a) (not therein described), it is sensitive to orientation 

changes of the same magnitude as they reported. However, they did not 

distinguish neurons with truly inseparable dynamics (see Figure 10B), from those 

with “Mexican-hat” shaped orientation tuning that was time-invariant (i.e., relative 

suppression flanking the preferred orientation; see Figure 11), or inversions in 

orientation preference (see Figure 10A); they referred to all three types of 

dynamics as “multimodal”, thus making it difficult to ascertain the fraction of 

neurons they observed with truly inseparable dynamics. 

 We find that about 11% of our population is represented by one or another 

of these multimodal dynamics, and suspect that due the limited resolution of our 

stimulus in the orientation domain (i.e., 18 or more commonly 30 degrees), the 

number of neurons with multimodal dynamics may have been underestimated. 
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Therefore, we believe our results indicate a conservative lower bound on the 

percentage of neurons found in V1 that have multimodal dynamics. Simple 

“unimodal” orientation dynamics—which are found in the vast majority of our 

population—are qualitatively consistent with a simple feedforward model similar 

to that proposed by Hubel and Wiesel (1962) (see also arguments in Gillespie et 

al., 2001; Mazer et al., 2002). Nevertheless, the additional roles assumed by the 

approximately one-tenth of V1 neurons that are not well-described in this manner 

may be crucial in further refining the orientation signals sent to extrastriate visual 

areas. Moreover, it appears that intracortical sharpening is required to account 

for the narrowness of orientation tuning seen in some V1 neurons. 

 

Spatial Frequency Tuning 

 Spatial frequency experiments, on the other hand, demonstrated that the 

dynamics of spatial frequency tuning are separable in time for less than half 

(43%) of the V1 neurons in our population (see Chapter 4 and Figure 50). 

Neurons with inseparable dynamics showed a shift in the preferred spatial 

frequency from low to higher frequencies over the first 80 to 100 ms of the 

response (see Figure 52 and Figure 53). This agrees with what has been 

reported elsewhere (Allen et al., 2004; Bredfeldt and Ringach, 2002; Frazor et 

al., 2004), but represents a somewhat larger proportion of neurons whose 

dynamics are inseparable than that reported by Mazer et al. (2002). As 

mentioned above and in Chapter 1, however, poor signal-to-noise in the 

experiments by Mazer et al. (2002) may have contributed to a substantially lower 

estimate of the true percentage of inseparable responses. This result—a shift 

from low to high spatial frequency preference—is proposed to be the result of 

cortical suppression at low spatial frequencies (Bredfeldt and Ringach, 2002), 

and has been related to mechanisms of motion selectivity in depth, and coarse-

to-fine processing (Allen et al., 2004; Frazor et al., 2004). 

 However, in our population we found a significant late stage rebound in 

the preferred spatial frequency toward lower frequencies (see Chapter 4 and 

Figure 53), which suggests that this change does not simply serve as a 
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mechanism for coarse-to-fine processing (Marr and Poggio, 1979; Menz and 

Freeman, 2003). Likewise, the sensitivity to motion in depth in these neurons 

would be found for motion forwards and backwards, and would not be sensitive 

to the direction of motion in depth. On a mechanistic level, this rebound is 

consistent with a role for cortical suppression, provided that this suppression is 

relatively transient and timed to coincide with cortical processing that occurs 

around 70 to 90 ms post-stimulus. Cortical suppression, therefore, may serve to 

refine or keep in check the early feedforward neuronal responses, but not be as 

necessary at later points in time. In addition, the transient nature of cortical 

suppression may reflect an energy-saving mechanism which helps to reduce the 

metabolic load required by inhibitory interneurons and intracortical 

communication (Laughlin et al., 1998). We believe that the reason that this late 

stage rebound was not observed previously stems from the inherently low signal-

to-noise at long time delays (due to the low stimulus-related spike discharge). 

Thus, the rebound may have gone undetected previously, but was detectable by 

our stimulus paradigm (see Chapter 2). 

 Furthermore, we observed dynamic changes in the spatial frequency 

selectivity (bandwidth) in more than half of our neurons (53%). While some of 

these neurons showed a sharpening of bandwidth in time (see Figure 54A), in 

agreement with the report by Bredfeldt and Ringach (2002), others showed a 

broadening (see Figure 54B), so the trend towards an increase in spatial 

frequency selectivity over time was not significant across the population (see 

Figure 55). In our experiments, the error in bandwidth estimates was particularly 

large at short (20 ms) and long (120 ms) post-stimulus time delays, which may 

have prevented us from finding any significant trend overall. Therefore, how the 

role of changes in bandwidth over the course of the response influence V1 

processing is unclear. 

 That the V1 neuronal population shows both spatial frequency-time 

separable and inseparable responses, in about equal proportion, suggests that 

this heterogeneity may reflect the need for both static spatial frequency channels 

and sensitivity to spatial frequency changes in V1 processing. Such a range of 



134 

 

spatial frequency responses could be useful in helping to bind multiple static 

representations of the visual image, across spatial frequencies, into a single 

dynamic representation that is passed on to extrastriate visual areas. 

 

Spatial Phase Tuning 

 In the previous two sets of experiments, responses at each orientation or 

spatial frequency were averaged over four spatial phases. In another set of 

experiments we examined the dynamics of spatial phase tuning (see Chapter 5). 

More than 76% of the neurons in our population showed spatial phase-time 

separable responses. This included neurons with monophasic tuning profiles, 

whose spatial phase tuning rose from baseline over time to a peak (at around 40 

to 60 ms post-stimulus) and then decayed back to baseline (see Figure 62 and 

Figure 64), and also neurons that showed dynamic inversions in spatial phase 

tuning, or positive responses to a grating at a particular spatial phase and also to 

its contrast inverse (see Figure 65). These latter two types of responses may be 

useful for signaling boundaries independent of the direction of contrast across 

the boundary. Moreover, we found that neurons with these latter two responses 

were represented not only by complex cells (as classified by F1/F0<1), which are 

typically described as phase insensitive, but also by simple cells (as classified by 

F1/F0>1). Likewise, we found that dynamic phase sensitivity was present not only 

in simple cells, but also in complex cells (see Figure 67). Although there was a 

slight positive correlation between phase sensitivity and F1/F0, there was by no 

means a suggestion of dichotomous behavior. This suggests that phase 

sensitivity does not provide a good distinction between simple and complex cells, 

and supports the proposal by other researchers that the classification of simple 

and complex cells, based the F1/F0 ratio, does not reflect a true dichotomy of the 

neuronal population (Mechler and Ringach, 2002; Priebe et al., 2004). 

 Although spatial phase-time inseparable responses have been related to 

mechanisms of direction selectivity, as discussed in Chapter 1, inseparable 

dynamics were found even in relatively non-direction selective neurons (see 

Figure 66). Thus, dynamic changes in sensitivity to spatial phase do not only 
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subserve direction selectivity. Conversely, the extent of spatial phase 

inseparability (only one quarter of the neurons) would appear to be insufficient to 

account for the prevalence of direction selectivity. This implies that other 

mechanisms (linear influences, nonlinearities, or integration across spatial 

frequencies; Reid et al., 1987; Frazor et al., 2004) are also important in 

mechanisms of direction selectivity in many V1 neurons (see discussion below). 

 

Implications of Attribute Tuning 

 What these three experiments together show is firstly that there is a large 

degree of heterogeneity in the linear dynamics of orientation, spatial frequency, 

and spatial phase tuning in V1 neurons. We have suggested how this 

heterogeneity might be important in V1 processing separately for orientation, 

spatial frequency, and spatial phase. If orientation, spatial frequency, and spatial 

phase are separable from each other at first-order—in fact, orientation and 

spatial frequency have been found to be largely separable (Ringach et al., 2002; 

Mazer et al., 2002)—neurons with spatial phase-time separable responses (the 

majority) will have been accurately characterized by the orientation and spatial 

frequency experiments, despite averaging over multiple spatial phases. Initial 

investigations of the phase-dependent responses during orientation and spatial 

frequency m-sequence experiments (not reported here) suggest that this is true. 

Therefore, it is reasonable to assume that the linear dynamics of these three 

aspects of tuning can be each considered separately. 

 Finally, it is worth recognizing that those neurons that responded well to 

the m-sequence experiments (i.e., had significant first-order responses) did not 

necessarily respond well to drifting gratings, and vice versa. Moreover, the 

strength of first-order responses in all three experiments shows no correlation 

with CRF size or NCRF suppression (as quantified by the suppression index SI), 

and little or no correlation with F1/F0. This suggests that steady-state 

approximations of V1 receptive field properties cannot predict V1 receptive field 

dynamics. It is suspected that adaptation, which is often quite strong over the 

course of the typical 3 second presentation of a drifting grating (Bonds, 1991), 
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plays a large role in these differences, and implies that the full dynamic 

capabilities of V1 neurons are not well-characterized by traditional methods. 

 

NONLINEAR DYNAMICS 
 In describing the results of the “nonlinear dynamics” of V1 neurons, we 

mean specifically the stimulus-response correlations described by the second-

order kernels obtained from m-sequence experiments (see Chapter 2 and the 

Appendix). While nonlinearities beyond second-order may exist in V1 neurons, 

they become increasingly difficult to estimate, and no attempt was made here to 

do so. Moreover, it is not likely that the mathematical distinction of nonlinearities 

in an order-by-order sense corresponds to a functional stratification. 

 Second-order kernels were calculated for a range of post-stimulus time 

delays pairs from 20 to 120 ms, and all pairs of receptive field regions between 

the CRF and itself and between the CRF and NCRF. These kernels 

encompassed all of the stimulus related neuronal responses in the V1 neurons in 

our population. In fact, nonlinear dynamics were found to be extremely limited, in 

most cases, to time slices at or near the peak response in first-order kernels. 

This suggests that dynamic nonlinearities in V1 neurons make specific, rather 

than overall modulatory, contributions to the neuronal spike activity. 

 Nonlinear dynamics were studied in this work only in neurons in which 

both drifting grating stimuli in the NCRF did not produce a significant effect, and 

first-order responses in the NCRF were not significant. This implies that the 

observed nonlinear dynamics within the CRF result from mechanisms restricted 

to the CRF. By implication, nonlinear dynamics between the CRF and NCRF are 

likely to arise from separate mechanisms. Our findings that the nonlinear 

dynamics within the CRF and between the CRF and NCRF were quite different 

supports the notion that there is a fundamental distinction, likely anatomical in 

origin, between the mechanisms used by neurons to produce nonlinearities 

within the CRF and those used to produce nonlinearities between the CRF and 

NCRF. This suggestion is supported by reports that suggest that NCRF 

influences may be communicated largely by long-range intracortical connections, 
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rather than local feedback through inhibitory interneuronal networks (see Chapter 

1). 

 

Interactions Between the CRF and NCRF 
 While nonlinear dynamics between the CRF and NCRF were expected to 

be of major importance in the neuronal response (see Chapter 1), and significant 

nonlinearities between these regions were found in upwards of 46% of the 

population (for spatial frequency experiments; see Chapter 4 and Figure 56), 

they were too heterogeneous in general to find any consistent or meaningfully 

organized structure across the population. Furthermore, the strength of these 

nonlinear dynamics were not correlated with the amount of NCRF suppression, 

as quantified by the suppression index SI, nor with the F1/F0 ratio. This suggests 

that neuronal response measures that mix both linear and nonlinear dynamics 

(i.e., experiments with steady-state gratings) do not reflect the true strength of 

nonlinearities in V1 neurons, and that simple and complex cells are equally likely 

to exhibit nonlinear interactions between the CRF and NCRF. 

 In asking what then is the role of NCRF influences, we showed that NCRF 

effects cannot be merely addition of sub-threshold signals, since there were 

many neurons with no first-order response in the NCRF, but who nevertheless 

showed greater than 50% NCRF suppression in size tuning experiments (about 

half of our population). This implies an important constraint on models of V1 

neurons that incorporate NCRF influences, namely that signals from the NCRF 

must be modulatory not only in function, but also in mechanism. Therefore, 

experiments that examine spatial interactions between the CRF and NCRF with 

steady-state stimuli—as is true in most, if not all, reports in the literature (see 

Chapter 1)—will likely fail to reveal the precise mechanisms of the observed 

effects. 

 In fact, we showed that interactions between the CRF and NCRF, of the 

type commonly reported in the literature, could be found in our data as well when 

we blurred over neuronal dynamics or mixed the linear and nonlinear portions of 

the response. In a subset of the orientation experiments (“slow m-sequence” 



138 

 

experiments; see Chapter 3), we ignored response dynamics but characterized 

the linear and nonlinear components of the V1 neuronal response. In this 

analysis, both iso-oriented suppression and cross-oriented facilitation (see Figure 

28 and Figure 30) were found in almost 72% of the population. If, by using the 

mean firing rate as a response measure, we further mixed the linear and 

nonlinear components of the neuronal response, we observed a variety of NCRF 

effects similar to those reported in the literature (see Figure 31 and Chapter 1). 

Furthermore, this same type of crude analysis can be performed on the standard 

m-sequence experiments, and similar effects can be seen (data not shown). 

 

Interactions Within the CRF 
 In contrast to the modest impact of nonlinearities between the CRF and 

NCRF, a striking finding of this work was the presence of dramatic dynamic 

nonlinearities within the CRF. These were seen in all three sets of experiments: 

orientation, spatial frequency, and spatial phase. Significant nonlinear dynamics 

were found within the CRF in an average of 75% of our population. In all cases 

these dynamics were very heterogeneous, but qualitative and quantitative 

characterizations were found for most neurons in both orientation, spatial 

frequency, and spatial phase experiments. These three experiments are 

discussed separately below, and their combined implications are subsequently 

considered. 

 

Orientation Tuning 

 The nonlinear dynamics in the CRF in orientation experiments were 

significant in almost 58% of our population (see Chapter 3). In these neurons, the 

peak nonlinear interactions were found in the kernel corresponding to 

interactions between one stimulus element followed in the next stimulus frame 

(20 ms) by a second (possibly different) stimulus element. The time delay of 

these peak nonlinear interactions typically tracked the time delay of the peak 

linear response, such that a neuron whose peak linear response was found 40 

ms post-stimulus showed a peak nonlinear response in the [40, 60] ms time slice, 
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and a neuron whose peak linear response was found 60 ms post-stimulus 

showed a peak nonlinear response in the [60, 80] ms time slice. Furthermore, 

non-peak second-order kernels contained very little, if any, significant 

nonlinearities, as determined by both qualitative and quantitative (PCA) 

measures (see Figure 39). Thus, the nonlinearities in V1 neurons occur 

coincident with the bulk of the linear response. While this might be taken as a 

suggestion that simple nonlinear mechanisms such as threshold, accelerating, or 

saturating static nonlinearities following an otherwise linear response might 

suffice to account for our observations, more detailed analysis (see below) 

indicates that this is not the case. 

 The particular nonlinear interactions observed in V1 neurons in response 

to the orientation experiments, while heterogeneous, displayed a somewhat 

limited range of qualitative features, which were quantitatively confirmed. These 

features included a preponderance for nonlinear facilitation of neuronal 

responses to a blank stimulus followed by the preferred oriented grating, and a 

nonlinear suppression of neuronal responses to the preferred oriented grating 

followed by a blank stimulus (see Figure 34 and Figure 35). This “blank-

preferred/preferred-blank asymmetry” was present, furthermore, in neurons that 

showed a range of nonlinear effects—from strongly facilitative to strongly 

suppressive—in response to the preferred oriented grating presented twice in 

succession (see Figure 36). This “preferred-preferred” nonlinear interaction 

implies that V1 neurons may signal constancy or inconstancy of elements in the 

visual image. (In several randomly chosen neurons preliminary analyses in which 

responses were not averaged over spatial phase showed that this nonlinearity 

was still present; see also spatial phase experiments below.) 

 On the other hand, the blank-preferred/preferred-blank asymmetry implies 

a mechanism for signaling, by response enhancement, the arrival of a strong 

orientation signal where previously none was present, and, by response 

suppression, the withdrawal of a strong orientation signal. Notice that this is 

consistent with a fast contrast gain control mechanism (Bonds, 1991; Albrecht et 

al., 2000), which would “turn down” responses during the presentation of a high 
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contrast grating, leading to a relative suppression of responses to a grating 

followed by no stimulus, and vice versa. However, it does not have a pre-cortical 

origin: this asymmetry was observed only in combination with the preferred 

oriented grating, which implies that the mechanism responsible for this 

nonlinearity is cortical in nature. 

 However, the heterogeneity in the strength of these nonlinearities in V1 

neurons, which is apparent from Figure 36, is difficult to explain functionally. To a 

certain extent the strength of the nonlinear dynamics is simply related to the 

strength of the linear dynamics, since the two measure are moderately correlated 

(r=0.53, p<0.01). But additional heterogeneity not predicted by the strength of the 

linear dynamics still remains. While it is possible that strong nonlinear dynamics 

are concentrated in specific lamina of V1, a preliminary analysis based on the 

recorded electrode depth (histological data not yet available) does not show any 

correlation between cortical depth and the strength of the nonlinearities. 

 

Spatial Frequency Tuning 

 In spatial frequency experiments, we found significant nonlinear dynamics 

within the CRF in 75% of the neurons in our population (see Chapter 4). For 

these neurons, the peak nonlinear interactions were typically found, as in 

orientation experiments, in the [40, 60] or [60, 80] ms time slice, following the 

corresponding peak in the linear dynamics in spatial frequency experiments. 

While non-peak second-order kernels contained relatively few significant 

nonlinearities, as determined by both qualitative and quantitative (PCA) 

measures (see Figure 60), this temporal localization was not as rigid as in the 

orientation experiments. This possibly resulted from the fact that a larger number 

of the stimulus elements in the spatial frequency experiments drove significant 

first-order responses. 

 The nonlinear dynamics in spatial frequency experiments largely involved 

interactions between the preferred spatial frequency grating followed or preceded 

by any other grating or the blank token (see Figure 58). This was quantitatively 

confirmed by examining the variance across the corresponding points in the 
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second-order kernels (see Figure 61). In addition, the nonlinear interactions 

between the preferred spatial frequency grating and spatial frequency gratings 

that were lower in spatial frequency predominantly had the opposite sign as 

compared to nonlinear interactions between the preferred spatial frequency 

grating and spatial frequency gratings that were higher in spatial frequency. That 

is, if low spatial frequencies were suppressive, high spatial frequencies were 

facilitative, and vice versa. These observations may serve to enhance the 

inseparable shift in the preferred spatial frequency from low to higher frequencies 

that was seen in first-order responses, or to help sharpen spatial frequency 

selectivity (see discussion above). This supports the suggestion that cortical 

suppression may be involved in shaping the spatial frequency responses of V1 

neurons (Bredfeldt and Ringach, 2002), but also indicates a role for cortical 

facilitation in the same process. 

 However, the heterogeneity of the nonlinear interactions between different 

spatial frequencies, both in magnitude and direction, are not easy to resolve. If 

the sole purpose of these nonlinear dynamics were to reinforce the shift in 

preferred spatial frequency found in V1 neurons, we would expect the direction of 

the nonlinearities to be consistently suppressive for lower frequencies and 

facilitative for higher frequencies. Possibly, the facilitation for lower frequencies 

and suppression for higher frequencies, as seen in some neurons, could reflect 

an early appearance of the nonlinearity required for late stage rebound toward 

lower spatial frequencies (see above). 

 

Spatial Phase Tuning 

 Recall that, in the previous two experiments, nonlinear responses between 

stimulus elements were averaged over four spatial phases. Therefore, in a third 

set of experiments, we examined the nonlinear dynamics of spatial phase tuning 

(see Chapter 5). We found that the vast majority of V1 neurons in our population 

(92%) showed significant nonlinearities. As in other experiments, the peak 

nonlinearities were found in kernels corresponding to interactions between one 

stimulus element followed, in the next stimulus frame (20 ms), by a second 
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stimulus element. In a departure from what was found in orientation and spatial 

frequency experiments, however, these nonlinearities were found in most, if not 

all, such “single lag” kernels. Furthermore, the nonlinearities, while typically 

largest in the [40, 60] ms time slice, were of comparable magnitude at shorter 

and longer time delays. 

 The functional explanation for this may be relatively simple. The 

presentation in single lag kernels of pairs of gratings that differ only by spatial 

phase represents, for certain grating pairs, an apparent motion stimulus either in 

the preferred or anti-preferred direction (phase advance or recession), and for 

other gratings pairs, phase inversion or an extended (40 ms) presentation of the 

same grating. From orientation experiments, we found that an extended 

presentation of the same grating resulted either in nonlinear facilitation or 

suppression (see above), but only at a single lag. In addition, nonlinearities are 

known to be involved in motion processing and direction selectivity (see Chapter 

1). 

 Correspondingly, we found that in most V1 neurons the strongest 

nonlinearities were aligned along these axes (see Figure 74), such that 

facilitation was observed for an extended presentation of the same grating and 

for phase advance in the preferred direction of motion, while suppression was 

observed for phase inversions and for phase advance in the anti-preferred 

direction. However, while the traditional measure of direction selectivity 

accurately predicted the direction of the nonlinearities in response to phase 

advance in most V1 neurons, it did not accurately predict the magnitude of these 

nonlinearities. This implies that these nonlinearities can be important in some 

neurons in determining the average spike responses to the preferred and anti-

preferred directions, but the average spike responses and their ratio (as used in 

calculating the direction selectivity index) do not imply the presence of strong 

nonlinearities to stimulus precession (in these neurons linear mechanisms for 

direction selectivity may suffice). 

 Notably, V1 neurons spanned the range from second-order phase 

sensitive—in which case these nonlinearities were found only for interactions 
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with the preferred spatial phase grating (see Figure 71)—to second-order phase 

insensitive—in which case these nonlinearities were found for all identical relative 

phase changes (see Figure 70). However, neurons that were second-order 

phase sensitive were equally likely to be first-order phase sensitive or insensitive 

(see above). This implies that, in some V1 neurons, phase insensitive nonlinear 

responses to pairs of spatial phase gratings can be present even in the absence 

of a linear response to first-order non-preferred spatial phase gratings. Likewise, 

in other neurons, phase insensitive linear responses to single spatial phase 

gratings coexist with a sensitivity to the absolute spatial phase of the gratings 

that can be seen in the nonlinear responses. 

 Similarly to what was observed for the linear dynamics in spatial phase 

experiments (see above), simple cells were found that exhibit second-order 

phase insensitivity, and complex cells were found that exhibit second-order 

phase sensitivity. (This is true even for neurons whose F1/F0 is much greater or 

less than one.) This suggests, once again, that phase sensitivity does not provide 

a good distinction between simple and complex cells, and supports the proposal 

by other researchers that the classification of simple and complex cells, based 

the F1/F0 ratio, does not reflect a true dichotomy of the neuronal population 

(Mechler and Ringach, 2002; Priebe et al., 2004). However, second-order phase 

sensitivity did show a moderate correlation with the F1/F0 ratio, which implies 

that in many V1 neurons, the F1/F0 ratio is dominated by nonlinear interactions of 

spatial phase. 

 Finally, the nonlinear dynamics in spatial phase experiments were very 

heterogeneous, not just across V1 neurons—as described above for their roles in 

motion perception, direction selectivity, and phase sensitivity—but also across 

the course of the neuronal response within individual neurons. Both the 

magnitude and direction of the nonlinearities, as well as the second-order phase 

sensitivity, were functions of time (see Figure 72 and Figure 73). What this 

implies is that while nonlinear aspects of the neuronal response will be 

dominated by the peak nonlinearities described above, additional complexities 
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may be involved in shaping the response of V1 neurons in both earlier and later 

parts of the response. 

 

Implications of Attribute Tuning 

 As with the linear dynamics, the nonlinear dynamics of orientation, spatial 

frequency, and spatial phase tuning show a large degree of heterogeneity within 

and across V1 neurons. This heterogeneity might be important in V1 processing 

separately for orientation, spatial frequency, and spatial phase. The results of the 

spatial phase experiments are, in a sense, contained within both the orientation 

and spatial frequency experiments. Therefore, if we assume that orientation, 

spatial frequency, and spatial phase are separable from each other at second-

order—which has been found to be largely true for the linear dynamics of V1 

neurons (Ringach et al., 2002; Mazer et al., 2002)—then the responses to any 

identical pair of gratings in the orientation and spatial frequency experiments 

(which are randomized in spatial phase) are simply the sum over all the 

nonlinearities described in the spatial phase experiments. This would imply that 

the heterogeneity seen in the orientation experiments for the preferred-preferred 

grating combination (i.e., facilitative or suppressive; see Figure 36), and at least 

part of the heterogeneity seen in spatial frequency experiments for interactions 

between the preferred grating and itself, could be explained by the heterogeneity 

found in the phase-dependent neuronal responses identified by the spatial phase 

experiments. 

 This simplifies the role played by the nonlinear dynamics of orientation 

and spatial frequency tuning, since it suggests that the some of V1 nonlinearities 

may arise as a result of interactions between gratings that differ only by spatial 

phase. Under this assumption, the key nonlinear dynamics observed in 

orientation experiments may be reduced to the asymmetry described above, 

whose mechanism is cortical in nature and reflects a fast contrast gain control. 

Likewise, the key nonlinear dynamics observed in spatial frequency experiments 

can be summarized by facilitation or suppression for changes to or from higher or 

lower spatial frequencies. Lastly, the nonlinearities observed in spatial phase 
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experiments are predominantly concerned with mechanisms of motion 

processing and direction selectivity, and also could be used to signal image 

constancy or inconstancy. 

 

STATIC NONLINEARITY MODELS 
 Finally, we showed that simple static nonlinearity models, which included 

a spike threshold plus amplification and/or an accelerating or saturating 

nonlinearity, could not reproduce the empirically observed nonlinear dynamics of 

V1 neurons (see Chapter 3). As expected, the models fit well to first-order 

responses (see Figure 41 and Figure 42). Even orientation-time inseparable 

dynamics were reproduced accurately (see Figure 43). The first tangible 

difference between the empirical results and the models related to the variability 

of the spike responses. In models, spike statistics were based on a rate 

modulated Poisson process (see Chapter 2). Estimates of the error in kernel 

values derived from the models showed that Poisson variability was significantly 

smaller than the spike variability observed in V1 neurons. This agrees well with 

many previous reports, which have show that V1 neuronal responses are more 

variable than predicted by Poisson statistics (Softky and Koch, 1993; Victor and 

Purpura, 1998). It is not clear whether and how models with spike rate variability 

equal to that observed empirically would alter these results. However, given that 

our analysis sums over 20 ms time intervals, it is not expected that increased 

spike variability would produce qualitatively different results. 

 That said, we found that all three types of models were incapable of 

reproducing the magnitude of the observed nonlinearities (see Figure 44). This 

was especially true for threshold-linear models, but even threshold-nonlinear 

models gave rise to nonlinearities that were half as large on average as those 

observed empirically. Furthermore, static nonlinearities produced second-order 

responses that reached the cutoff used to identify significant nonlinearities in 

empirical data in only two-fifths of the neurons modeled (whereas all of these 

neurons were above this cutoff). More importantly, these models produced 

qualitatively different nonlinearities than those observed empirically in the vast 
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majority of neurons (see Figure 47). In this regard, threshold-accelerating models 

gave rise to nonlinearities that were more qualitatively similar to the empirically 

observed nonlinearities than the other models, including in many cases the 

asymmetry between facilitation for the blank stimulus followed by the preferred 

grating, and suppression for the preferred grating followed by the blank stimulus. 

This implies that V1 neurons, as a whole, may exhibit predominantly accelerating 

static nonlinearities (Albrecht and Geisler, 1991; Anzai et al., 1999; Priebe et al., 

2004). Nevertheless, static nonlinear mechanisms, whether they are a 

fundamental part of the neuronal response or not, fail to explain the whole 

dynamic nonlinear capabilities present in V1 neurons. 

 The simple explanation for the inability of these static nonlinear models to 

reproduce the observed nonlinear dynamics is that, as described above, many of 

the nonlinearities are believed to derive from mechanisms that are cortical in 

nature, and therefore rely upon suppression or facilitation from specific 

populations tuned to the orientation or spatial frequency content of the stimulus. 

These signals may be crucial to V1 neurons, in order to achieve the strength and 

specificity of the observed dynamic responses. Since information about the 

orientation or spatial frequency content of the stimulus is not taken into account 

by simple static nonlinearity models, these models cannot be expected to 

reproduce the empirically observed behaviors of V1 neurons. This implies that 

accurate models of V1 must include dynamic nonlinear mechanisms that are 

sensitive to the orientation, spatial frequency, and spatial phase content of the 

stimulus. Furthermore, based on the variety of linear and nonlinear dynamics 

observed in our population, a simple feedforward model similar to that proposed 

by Hubel and Wiesel (1962) will not suffice to reproduce the sharpness of 

attribute selectivity that is physiologically observed. Rather, accurate models of 

V1 will have to take into account cortical feedback mechanisms that can 

communicate orientation and spatial frequency information to neighboring 

neurons. 

 There are a few well-known models of V1 reported in the literature that 

include cortical feedback mechanisms, and have been able to accurately 
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reproduce numerous properties of V1 neurons. The model of Chance et al. 

(1999) is a recurrent network model in which complex-cell-like responses are 

produced by cortical amplification of simple-cell-like responses, which are driven 

by feedforward LGN inputs of the type proposed by Hubel and Wiesel (1962). 

Similarly, the model of Lauritzen and Miller (2003) specifies the connectivity that 

creates simple- and complex-cell-like responses, and emphasizes the role of 

untuned feedforward cortical inhibition in the sharpness and contrast-invariance 

of orientation tuning. The model of Tao et al. (2004) differs primarily in its 

nonspecific and isotropic cortical connectivity, which gives rise to simple- and 

complex-cell-like responses as a result of variations in the strength of LGN inputs 

to individual model neurons. Its use of experimentally motivated anatomical 

connectivity has provided it with emergent properties that more accurately reflect 

those of V1 neurons (as compared with the other models mentioned), therefore 

we focus on this model alone in the following discussion. 

 In addition to providing orientation tuning to steady-state gratings, and 

phase-dependent responses that mimic (both intracellularly and extracellularly) 

those of experimentally-defined simple and complex cells, the Tao et al. (2004) 

model is also capable of reproducing the strength and diversity of first-order 

dynamics of orientation tuning. Exactly how this model produces responses in 

such close agreement with experimental observation is beyond the scope of this 

thesis, but explanations can be found elsewhere (McLaughlin et al., 2000; 

Wielaard et al., 2001; Tao et al., 2004). Here, we speculate as to whether this 

model may be able to account for the experimentally observed nonlinear 

dynamics described in Chapters 3, 4, and 5. 

 As we discussed above, the nonlinear dynamics of orientation tuning can 

be partially accounted for by static nonlinearities (in direction but not magnitude) 

and an orientation-specific contrast gain control (speculation). The integrate-and-

fire neurons used in the Tao et al. (2004) model exhibit a threshold nonlinearity, 

and therefore cannot be expected alone to account for the empirically observed 

preferred-preferred facilitation or suppression. Since no contrast gain control 

mechanisms appear in this model (either pre-cortical or cortical), it would not be 
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expected to exhibit the empirically observed asymmetry between blank-preferred 

facilitation and preferred-blank suppression. This model contains both fast 

excitatory (3 msec time-to-peak) and inhibitory (5 msec time-to-peak) isotropic 

cortico-cortical connections. Although this model is inherently nonlinear (both its 

pre-cortical afferents and the cortical architecture), the delicate balance between 

excitation and inhibition do allow for linear simple cell-like responses to steady-

state gratings (Wielaard et al., 2001). It is therefore conceivable that slight 

imbalances between cortico-cortical excitation and inhibition in this model may 

contribute to (or completely explain) the range of experimentally observed 

preferred-preferred nonlinear responses (from strong facilitation to strong 

suppression). The model has not been examined for these nonlinearities. 

 Although the cortical neurons in the Tao et al. (2004) model do exhibit 

spatial frequency selectivity and spatial phase tuning, the linear and nonlinear 

dynamics of spatial frequency and spatial phase tuning of the model have not 

been examined, since the model was expressly designed to help elucidate the 

genesis of orientation preference. Furthermore, this model is based on 

anatomical data from macaque V1, while our results for the dynamics of spatial 

frequency and spatial phase tuning are based solely on studies in cat V1. 

However, recognizing that the cortico-cortical connectivity in this model is 

determined by isotropic connectivity based on orientation preference, this model 

is consistent with neurons that are anisotropically connected according to their 

spatial frequency and spatial phase preference. Intuitively, one would expect that 

such anisotropy is required for the shift observed in first-order spatial frequency 

preference and the frequency-dependent nonlinear interactions to be reproduced 

by this model. Similarly, the dynamics of spatial phase tuning, including a large 

fraction of inseparable first-order responses, would appear to require anisotropic 

connections in that domain. To its credit, this model has been able to produce 

directionally selective neurons encompassing a range of spatial phase 

sensitivities (from highly phase sensitive to completely phase insensitive), and 

therefore may express similar nonlinear dynamics of spatial phase preference. 
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 For those nonlinear dynamics not accounted for by this model, a 

refinement of the specification of the cortico-cortical connectivity (and the 

nonlinear dynamics of these connections) may be required, as many of the 

empirically observed nonlinearities are likely of cortical origin (see above). This 

may include interlaminar interactions and long-range intracortical connections, 

which are not currently present in this model. 
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APPENDIX: NON-BINARY M-SEQUENCES 

 We view a V1 neuron as a black-box system, and attempt to characterize 

it via its stimulus-response relationship. For a linear system, the response to an 

arbitrarily short stimulus (an impulse) can be used to predict the response of the 

system to any longer stimulus, simply by appropriate superposition of impulse 

responses. For a nonlinear system, a formal input-output characterization also 

requires a description of the interactions between combinations of impulses. In 

the current context, impulses are the presentations of stimulus tokens in different 

receptive field sub-regions at various time delays. One powerful approach to the 

representation of nonlinear systems in terms of impulses is the Weiner 

expansion, which is an orthogonal expansion of the input-output relation 

analogous to a Taylor expansion of a function: 

 

L+−−−−−+−+= ∫ ∫ ∫
∞ ∞ ∞

0 210 0 212121
]2[]1[]0[ ])()()()()[,()()()( τττττττττττ ddtstststskdtskktr

 
Equation 16. Wiener expansion of the stimulus-response relationship. 

 

where r(t) is the time-dependent rate function, ][ pk  are the pth-order kernels, and 

s(t) is the stimulus at time t. Here third- and higher-order terms are unspecified. 

The approach used to characterize this type of system as outlined below extends 

to higher-order kernels, but practical barriers limit the usefulness beyond second-

order. 

 It is common practice to estimate the Weiner kernels via a stochastic 

approach, such as white-noise stimuli (DeAngelis et al., 1993a) or random 

sequences of oriented gratings (Shapley et al., 2003). This type of stimulus 

paradigm involves a random sample of the possible stimulus combinations. 

Kernels are estimated by calculating stimulus-response correlations. In theory, 

this approach provides a complete characterization of any nonlinear system. 

However, for finite random sequences spurious correlations within the stimulus 
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will contribute noise to the kernel estimates, and limit the number of kernel values 

that can be independently measured. 

 This motivates the use of m-sequences, which are cyclic, uniform, 

pseudo-random sequences of discrete elements. The advantage of m-sequences 

is their near-perfect autocorrelation; low-order autocorrelations are white, while 

higher-order autocorrelations are deterministic and therefore avoidable (or easier 

to characterize; see example kernel overlap or “anomaly” in Figure 75). This is a 

direct result of the fact that m-sequences are cyclic, and that (for binary 

sequences) the product of the stimulus and a displaced version of the stimulus is 

equal to the stimulus displaced by a different amount, that is )()()( ττ ′−=− tststs . 

 

B 0 18 36 54 72 90 108 126 144 162

B

0

18

36

54

72

90

108

126

144

162

Orientation (degrees) @ 100 ms

O
rie

nt
at

io
n 

(d
eg

re
es

) @
 1

20
 m

s

0

5

10

15

Fi
rin

g 
R

at
e 

(s
pi

ke
s/

se
co

nd
)

C2401T E7

 
Figure 75. An example of an m-sequence overlap (autocorrelation) in a second-order 
kernel in the CRF from the same neuron shown in Figure 34 demonstrates the easily 
identifiable anomalous structure. 
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 Mathematically, m-sequences are related to Galois extension fields, and 

can be iteratively generated by creating a log table of all the field elements. 

Consider the Galois field (finite field) of integers )3mod(  (Weisstein, 1999a). This 

has just three elements, {0, 1, 2}, and is closed under addition and multiplication 

(via an implicit mod operation). It has an algebraic extension via any irreducible 

polynomial (Weisstein, 1999b) for which the coefficient of the largest power of x 

is 1 (monic), for example 22 ++ xx : 

 

)3()2(])[3( 22 GFxxxGF =++  

Equation 17. Galois field (finite field) of integers )3mod(  and )2mod( 2 ++ xx . 

 

This extension field has 932 =  elements—the power of 2 correspond to the 

degree of the monic, irreducible polynomial—which is the set of polynomials {0, 

1, 2, x, 1+x , 2+x , 2x, 12 +x , 22 +x } under )3mod(  and )2mod( 2 ++ xx . All 

elements, except the zero element, can be generated via successive 

multiplication by the field element x. To be explicit, start with 0x , which is the 

polynomial 1, multiply by x to get 1x , multiply by x again to get 2x , which is 

equivalent to 12 +x  under )3mod(  and )2mod( 2 ++ xx . Continue this process 

until all elements (except the zero element) have been generated: {1, x, 12 +x , 

22 +x , 2, 2x, 2+x , 1+x }. The m-sequence (m) is the sequence of coefficients at 

any power of x, taken from the list of generated polynomials in order (i.e., the 

coefficients of 0x  are the m-sequence }1,2,0,2,2,1,0,1{=m ). This construction 

generalizes for any prime number, p, and any power, b, leading to a sequence 

with pb-1 elements. 
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